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Abstract

We present anew self-organizing algorithm for center location and maintenance in an amorphous computer. Center
Maintenance (CM) is an important algorithm in amorphous computing, providing the primitive from which
hierarchies and geometry-based tasks can be executed. The agorithm is based on PageRank, a hyperlink-based
analysis algorithm used to rank web pages by the search engine Google. The algorithm and some variants are
studied within a linear algebraic framework, and proofs of convergence, robustness, and the quality of center
emphasis are given. In addition to its practical use, this agorithm has many interpretations and connections to
conservative-flow PDESs, self-organization, reaction diffusion equations, and computational pattern formation. We
also introduce a new type of non-biological diffusion called Additive-Copy Diffusion (ACD).
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1 I ntroduction

Amorphous Computing is a new paradigm of
computation, wherein our usua rigid notions of what
defines a computer are eliminated. Today, computers are
very “brittle’ in the sense that they rely on the
congtruction of isolated environments and precise
geometric arrangements of reliable units in order to
compute. In contrast, biological systems house millions
of cells that work together only via local interactions,
and yet they achieve coherent and robust global
behavior, despite the possibility of cell death and
malfunction. This self-organization is what we aspire to
in a biologicaly inspired paradigm for computing,
wherein an individual cell (or unit) need not be as
reliable and precise as today’s computer parts. We lack
this robustness to external forces and entropy in current
computational systems, and we hope to capture it by the
pursuit of Amorphous Computing [1].

Many amorphous computing tasks require that each cell
have some location information; that is, that a cell know
either explicitly or implicitly where it is relative to other
cells. In particular, in any sort of geographicaly related
task that can be hierarchically decomposed (e.g. surface
or pattern formation, nanoscale system self-assembly)
we must be able to create a hierarchy to accomplish it.

This hierarchy must not rely too heavily on a small
hegemonic set of leaders since any cell could die or
malfunction with non-negligible probability. In fact, the
hierarchy must be robust to large-scale cell death and
topology changes, as in biologica systems. To create
such a hierarchy, we need a way of imposing ranks upon
cells in the computer, in order of geographical
importance. Naturally, the center of a body of cells is
“most important” in that its distance to al other cellsis
minimized. Thus an agorithm that emphasizes and
maintains centers of a cell topology would prove to be a
most useful primitive in hierarchy formation.

The main contribution of this paper is the development
of such an algorithm for Center Maintenance (CM), i.e.
computing and maintaining the geometric centers of an
amorphous body of cells—an amorphous computer
(AC). Such an agorithm would be an extremely useful
primitive in any application requiring leader election,
development of a hierarchy of leaders, etc [2,4,5]. Our
CM agorithm uses local “voting” to achieve a global
behavior of emphasizing cells that are near the centers.
This useful primitive is center emphasizing, employs
only local interactions, is robust to cell death, and is
efficient along with other useful properties. In addition
to its interpretation, the analysis of the convergence and
center emphasis of the algorithm is interesting as well.



All our work is done within a powerful linear algebraic
framework that provides deep insight into the problem
and allows for many rich interpretations and connections
to conservative-flow PDEs (eg. diffusion, waves),
reaction-diffusion equations (e.g. Turing patterns), and
signal processing. To our knowledge this algorithm, its
development and mathematical treatment are novel.

In Section 2 we summarize some related work in the area
and we relate our work to what we have learned in class.
In Section 3 we describe the problem of center
maintenance more formally, outlining the six main
objectives of agood CM a gorithm. Section 4 delvesinto
the actual algorithms developed along with mathematical
foundations, figures of results, and some issues with
regard to other objectives of the algorithm. Section 5
shows more results of robustness tests. Section 6
discusses and interprets the algorithms developed and
tries to frame them in the context of self-organized
computing along with other interesting connections the
algorithms reveal. Sections 7-8 wrap up the paper with
conclusions drawn and possible future extensions of this
work.

2 Related Work

Clement and Nagpal [6] have developed algorithms for
Line Maintenance, where connectivity is maintained via
apath of cells between two points in an amorphous body
of cells. Such algorithms are robust to the death of a
large fraction of cells, and the self-maintenance property
emerges naturally from way that the lines are grown. The
algorithms employ three primitive mechanisms from
developmental biology, namely: (1) the creation of local
chemical gradients, (2) cell death, and (3) cel
reproduction.

Line Maintenance is a primitive that can be used for
many larger more complex algorithms where
maintaining connections between points is crucial. In
similar fashion, here we develop an algorithm for Center
Maintenance (CM), i.e. computing and maintaining the
geometric center(s) of an amorphous body of cells (i.e.
an amorphous computer).

Other center-related work includes [5] where Nagpal and
Coore form groups of cells via a randomized counting
down method called the clubs algorithm. There however
the focus is not on center emphasis but rather on creating
groups of cells that can organize to accomplish some
task. Beal’s work [9] extends [5] to create a hierarchy of
groups in a distributed, leaderless fashion, requiring only
local communication capabilities.

In [4, 10] Nagpa and Coore show how cells can attain
global coordinate information about their positions via
local message passing. The focus here is on getting

explicit locations and does not address the ranking
required to achieve center emphasis.

Thaler and Ravishankar [8] compare and contrast many
different algorithms for distributed center-location on the
Internet. Their emphasisis on multicast routing protocols
in computer networks and does not address the problem
of large-scale deaths in the network. In fact, their
algorithms are more tuned for general graphs and do not
specifically address the case where interactions are
restricted to a small local neighborhood.

21 Relation to Class

Since we have not yet delved into the algorithms, we
briefly describe concepts learned in class that apply to
this paper, leaving the detailed analysis to Section 6.6.
The main connection is that of self-organization.

The agorithms developed in this paper satisfy the main
criteria of self-organization: patterns at a global level
emerge solely from local interactions of low-level
components of the system. The low-level components in
an amorphous computer are the individual cells. Each
cell has a sensor that senses votes and an actuator that
sends out votes. The global pattern of center location,
emphasis, and maintenance emerges and is soldy a
function of the organization of the amorphous computer
(i.e. the spatial topology, communication radius, and
associated neighborhood graph). This global pattern is
created by positive feedback and is stabilized by negative
feedback. This is all we will say for now since we have
not examined the algorithms yet. Please refer to Section
6.6 for amore in-depth analysis.

3 Problem Description

We are looking for an algorithm CM such that CM(AC)
yields a mapping u(x)y) such that the following
properties hold:

Correctness. CM emphasizes cells that are near centers
(i.e. cells that have high geographical importance or
advantage) over cells that are further away. More
formally, let ¢ denote a center of an amorphous computer
AC. Then dl c arelocal maxima of the mapping u.
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Robustness. CM adapts to and can handle topology

changes e.g. cell death.

Locality. CM relies only on loca communication, i.e.
ommunication — small.

Efficiency. CM converges in poly-log time in the number

of cellsin the computer, Nac.

Asynchronicity. CM does not rely on the synchronization

of cell activities.



Irregularity. CM does not rely on a regular spacing of
cells.

In the following Sections 4.1-4.4, we concern ourselves
with achieving Correctness, Robustness, Locality, and
Irregularity. We purposely do not worry about issues
relating to Efficiency and Asynchronicity until Sections
4.5-4.6.

4 Algorithms

We now examine some algorithms to solve the CM
problem. The main algorithm of interest is the Google
PageRank algorithm [12] and we will look at it first. We
use it to try and find the most “popular” geographic sites
in our amorphous computer (i.e. the centers), just as
Google uses it to find the most popular web pages on the
Internet. Unfortunately, it turns out (as we will see) that
PageRank yields sub-optimal CM and that we must
modify it to achieve our goas. The modified variants of
PageRank will be the subject of the rest of the section.

4.1  PageRank (PR)

Google's PageRank algorithm [12] is a hyperlink-based
algorithm that analyses link structure to find the most
popular web pages on the Internet. The interesting thing
about the algorithm is that it can be viewed as a random
walk on the Internet graph, where the rank of apagepis
simply the probability of a random web surfer being at
page p at time t. Since this random walk correspondsto a
Markov Chain, there exists a stationary distribution to
which the process converges. In fact, PageRank
converges to the 1% eigenvector of the stochastic
transition matrix that describes the random walk.

Another way to look at PageRank is more democratic in
nature (and perhaps more intuitive). For each cell i in the
amorphous computer AC, let u' = the rank of cell i at
time t, where higher rank cells are closer to centers than
lower ranked cells. The PageRank agorithm is as
follows:

1. Initialize. Att = 0Olet al cellshaverank 1.

2. Vote. Each cell divides its rank amongst all of
its 1-hop neighbors, i.e. each cell “votes’ for all
its neighbors.

3. Accumulate. Each cell accumulates all the
rank/votesit received from its neighbors.

4. Repeat. Repeat steps 2-3 until convergence.

There are some modifications from the origina
PageRank algorithm here that we should mention.
PageRank is designed for web page analysis and so it
naturally deals with in-links and out-links from web
pages, i.e. the Internet graph is directed. In the original
PR agorithm, each cell in Step 2 sends al of its votes to

its out-link neighbors and in Step 3 accumulates votes
from its in-link neighbors. We, on the other hand, have
an undirected graph on our AC, induced by a
communication radius R.gmm. |n other words, our in-links
and out-links are one and the same and so the adjacency
matrix for our communication graph is undirected:
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In addition, original PageRank has a 15% probability of
jumping to arandomly chosen web page on the Internet.

Figure 1. A uniformly random amorphous computer with 10,000
cells. The red-yellow circle denotes the communication radius of a
single cell. Note that the axes have been normalized to 1 unit each.

We can now unambiguously speak of neighbors of cells.
Next, we write the dynamics equation for PageRank:
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This equation describes the voting process, where each
cell i accumulates votes from al of its neighbors

jT N,, and each j also has to divide up its votes

amongst its neighbors N;. This process can be seen as a
democracy where each cell starts out with 1 vote, and
can divide up that vote amongst all the cells it wishes to
vote for. It will vote for its neighbors since it is
connected to them and since the cell cannot differentiate
between its neighbors it will split its vote amongst them
equally. This makes more sense when seen from the web
page point of view. Each web page p “votes’ for pages
that it has out-links to since the owner of the p feels



those sites are good enough to be linked to. And
similarly, pages that point to p are “voting” for p.

It is still not at all clear why the algorithm converges.
Next, we provide a proof of convergence by using linear
algebra and the fact that repeated multiplication by a
matrix A leads toward the first eigenvector
(corresponding to the largest eigenvalue) of the matrix.
We must first map our problem into a linear algebraic
setting. We do this by noticing that (2) can be expressed
as amatrix multiplication.

ut+1:(AD—l)Jt 3)

Here A isthe adjacency matrix in (1) and D isadiagonal
matrix with d,, =| N, | . To prove convergence, we first

show that the matrix B = AD is a stochastic matrix, i.e.
the columns of B sum to unity.

Proposition 1. The matrix B= AD™ is a stochastic
matrix.

Proof. We use the definition of matrix multiplication to
compute B;.

B; = ) AkDI;jl

i, if cellsi, j areneighbors

= [N}
0, otherwise

Now, summing the jth column of
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What is so important about stochastic matrices? Well, it
turns out that stochastic matrices correspond Markov
chains and that Markov Chains have stationary
distributions to which they converge. In our case, the
Markov Chain isarandomwalk, i.e. we can equivalently
think of PageRank as a random walk on a graph, where
at each time step we uniformly at random choose from
our current neighbors and jump to that neighbor. The
stationary distribution u” of this Markov Chain can be
interpreted as representing the probability of being at a
particular cell i at timet ast approaches infinity. Thus a
higher u;” implies that cell i is more “popular” and that in
thelong run oneis morelikely to land on cell i.

Theorem 1 [Convergence]. The PageRank algorithm
converges and moreover it converges to a unique fixed
point u’, the 1% eigenvector of the stochastic matrix B.

Proof. See[12, 13].

To test the algorithm, we developed a simulator in Java
caled JACSm, for Java Amorphous Computer
Smulator. The amorphous computer is initialized with
10,000 cells and R = 0.07, placed uniformly at random
within a square of size 600x600 pixels. We normalize all
coordinates (x,y) to the range [0,1] x [0,1] for simplicity.
Figure 2 shows the results of the PageRank al gorithm.

Figure 2. JacSmview of the amorphous computer after
running PageRank.

There is a square plateau in the center where all cells are
ranked approximately equally. Figure 3 shows a 3D
rendering of the rank surface.

Figure 3. A 3D rendering of the rank landscape after running
PageRank. Note the square central plateau in red. R = 0.07.



Where is the plateau coming from? There is good center
emphasis near the border of the AC but then rank values
plateau near the center. We know that the PageRank
process converges to the 1% eigenvector u” = v, of B but
what exactly is the form of u'? We analyze this next.

Theorem 2. The PageRank algorithm converges to u’
where
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and C is a constant.

Proof. We substitute u;” = |N;|/ C into Eq. (2) to get
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It is interesting how this process of passing votes
converges to something depending only on the local size
of the neighborhood (and not the initial rank values)!
The stationary distribution’s form completely explains
the plateau phenomenon. Cells near the boundary of the
AC have part of their neighborhoods “cut off” and so
their steady-state values are smaller than those cells
further inward from the boundary. And beyond a
distance of R units in from the boundary, all cells will
have their entire neighborhood “visible”, meaning that
they all have the same value for u;". This is the plateau
that we see in Figure 2. Figure 4 illustrates this

graphically.

Figure 4. Colored circles denote communi cation neighborhoods of
each certain cells (shown as white dots). The color of thecircle
indicates how much areais encompassed within the neighborhood.
The dark red circles are part of the plateau.

O

Now that we can explain the plateau phenomenon, how
do we actualy fix it? We could simply increase the
communication radius, but this is unacceptable since we
would need a very large R,mm = 0.5 to get good center
emphasis.

4.2  Recursive PageRank (RPR)

Noticing that PageRank does provide some center
emphasis near the boundaries, we try to use it recursively
by inactivating cells near the boundary after they have
converged. Thus, RPR should dowly inch inward
emphasizing more and more of the cells near the center
until the center itself is reached. Thereis now athreshold
parameter T to specify which controls the rank threshold
below which cells are inactivated. By inactivation, we
mean that these cells do not exist anymore and that local
cells near them must now update their neighborhoods
and not send inactivated cells any votes. Inactivated cells
are effectively no longer in the “election.” The results of
running RPR are shown in Figure 5.

Figure 5. Results from running Recursive PageRank on an amorphous
computer. An optimal threshold was chosen after experimenting with
many.

The results are somewhat promising but still suboptimal.
There are three main problems with this approach.

Tweaking. The threshold parameter T requires much
tweaking and fiddling to achieve a good center
emphasis. The inherent problem is that depending on the
density and topology of the cellsinan AC, aparticular T
may inactivate too many cells, some of which may
accidentally be in the plateau, leading to highly
suboptimal and distorted rank surfaces. The main point
is that one only wishes to inactivate exactly those cells
that are in the already emphasized boundary layer, not
cellsin the plateau.



Overshooting. T must be increased after each run of
RPR since the ranks of cells in the plateau will become
progressively larger as we inch further and further in
since only larger rank cells survive to get that far. Thus
how to increase T at each step becomes another choice.
If T increases too quickly, then there will be a small
stump (plateau) left near the center. In other words, there
will be an uncertainty left as to which cells are redly
near the center. If on the other hand T increases too
slowly, the algorithm will take a very long time to finish.

Lack of Robustness. Parameter tweaking is inherently
not robust to topology changes. RPR’s optimal threshold
strategy is definitely a function of the topology and
geometry of the AC. If the AC islarger in diameter, then
T must not be increased to greedily; otherwise
overshooting will occur. Also, if there are holes or
disconnected pieces in the AC topology, a single
threshold may be discriminatory in that smaller pockets
of cells will be inactivated quickly, without any center
emphasis, where as larger pockets will be treated
appropriately. In such a case, we would need several
thresholds, one for each pocket or mass of cells. Thisis
clearly unacceptable since it violates the Robustness
objective and the Locality constraint since we would
invariably need global geometry/topology information to
decide such thresholds.

As mentioned above, RPR exhibits an inherent tradeoff
between the running time and quality of center emphasis
(low plateau ared). This undesirable property is
illustrated in the following pseudo theorem.

Pseudo Theorem 1 [RPR Tradeoff]. Given an AC with
uniform homogeneous topology (with any continuous
simple curve for a boundary), suppose we choose a
threshold T st. at each run of RPR the perimeter of the
plateau shrinks inward by aR units, 0 < a < 1. Let t
denote the number of iterations of RPR required to finish
and let P° denote the area of the final “stump” or
plateau. Then,

Pt s pRﬂ>o
a

Pseudo Proof. We omit the proof for brevity. The crux
of the argument is that the inward progress of RPR only
comes in discrete chunks of size s=aR. If sislarge we
run the risk of “overshooting” the center, leaving a
plateau. If sissmall, it takeslong to finish. ~

With al of RPR’s problems, we look to other methods to
do center maintenance.

4.3  Adjacency Matrix Multiply (AMM)

We go back to our fundamental approach of PageRank.
PR works well for the boundary layer but for reasons
that we can mathematically derive it plateaus near the
center. Still, we do not understand intuitively why
plateaus must exist. The stationary distribution of a
random walk on an undirected graph certainly does not
suggest plateaus, at least not superficialy. Indeed we
must first understand intuitively how plateaus arise and
then perhaps we will be able to generalize PR in the right
way to get full center emphasis.

On that note, we turn to a new interpretation of
PageRank, one based on signa processing. We re-
express Eq. 4 in a way that hints more at a signal
processing approach. Set C = 1, for simplicity. Define a
vector hy = A = the i" row of A. Then h; represents the
communication neighborhood of cell i. But more
importantly h can be seen as a moving sunvaverage filter
since it essentially adds up al contributions from within
the communication neighborhood of each cell. Eg. 4 can
thus be re-written

u =Axl (5)
or equivalently,
uf=_ Al
j
= h.1l

Thisis reminiscent of the operation of convolution. In
fact, we can re-write Eq. (5) as

u =h*1

where * denotes the operation of convolution and 1 isthe
vector that assigns 1 to each cell. Why is this of any use?
Suppose we start off with a uniform 2D spatial signal,
i.e. the signal 1 so that each cell has value 1. Then,
suppose we next apply a 2D moving sum filter h to this
uniform signal. We get the PageRank signal! What this
means is that PageRank corresponds to a single
neighborhood-summing operation on a uniform signal of
ones, i.e. each cell starts out with 1 vote and then at the
next step each cell takes the sum of all votes in its
neighborhood. Here note that a cell’s neighborhood can
include areas outside of the AC, in which case those
“invisible’ cells have 0 votes by default. From this
viewpoint, it is very clear why PageRank plateaus in the
center; applying summing once only affects the outer
layer of cells within R of the boundary. The
neighborhood average of those cells will grow as one
moves inward from the boundary (emphasis of boundary
layer), but beyond R unitsin, all neighborhood averages



are the same (flatness of plateau). This idea is so
important to use that we restate it as a theorem even
though it is redly a corollary of Theorem 2. It connects
the repeated matrix multiplication process (AD™) to the
convolution operation.

Theorem 3 [PageRank-Convolution]. The repeated
multiplication by AD™ that characterizes the PageRank
algorithm can be interpreted as a single convolution
between a uniform all-ones spatial signal and a moving
sum filter that is 1 for all cells within distance R and 0
otherwise (representing the communication radius of
that particular AC). Mathematically,

u =lim(AD 1) u° = Ax=h*1 ©)
t® ¥

where W’ is any initial nonzero vector and h is a moving
neighborhood-sum filter.

So what does this add? Theorem 3 just seems like a re-
hashing of Theorem 2. The key is that the same equation
when seen in the new signal processing framework can
make apparent the correct generalization to PageRank. In
this case, the right generalization is to apply the
neighborhood-summing filter multiple times instead of
just once. If we let H denote the number of applications
of the summing filter, then we want

H
u =A" 3= Iflh *1 ©)

where we can set H to any desired value. This
neighborhood summing can clearly be implemented
within the current AC framework since it is completely
local. It does not involve any division of votes, only
sums. We call this algorithm Adjacency Matrix Multiply
(AMM) since it corresponds to repeated multiplication
by A, the adjacency matrix. However, there is a catch;
constant summing results in the rank values blowing up
indefinitely. The sums quickly reach very high
magnitudes and thus this algorithm requires a periodic
global normalization (sum all cells votes and divide
each cell’'s votes by that total sum). Momentarily
ignoring this normalization problem, we show the results
of AMM inFigures6 and 7.

Figure 6b. The results of the AMM agorithm. R = 0.07.

The 3D plot of the rank surface shows the smooth
emphasis of the center with no plateaus. Indeed, this is
what we want but we dtill have the normalization
problem.

AMM

Figure 7. The 3D rank surface from the AMM algorithm. Notice the
smooth emphasis of the center.

44  Normalized AMM (NAMM)

Next, we handle the AMM normalization problem. The
fix is relatively simple. We simply replace A with Ay =
A'in Eq. 6 yielding
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where Dy = A, - 1. Also, for notational simplicity h™ is
to be interpreted as the repeated convolution of h (asin
Eqg. 7). This gives us a normalized way to generate H
neighborhood-sum operations on the initia uniform
signal without blowing up the rank values. Note however
that we must choose a finite H here. The key difference
between NAMM and AMM is that in AMM one cannot
stop at any particular H. If we did choose a finite H, then
after H neighborhood sums if the topology changed or if
alarge mass of cells “died” AMM would not be able to
naturally adapt. AMM would need some signaling
mechanism that would synchronize the whole AC into
restarting the whole H iteration process.

This certainly does not appeal to us, especialy in light of
the kind of natural self-maintenance that emerges in
PageRank and in Line Maintenance [6]. NAMM
provides this self-maintenance. In a sense it divides the
AMM process of multiplication by A atotal of H times
into infinitely many pieces of stable multiplication by
AsDyY In short, both AMM and NAMM provide
excellent center emphasis but it is NAMM that provides
us with the robustness that we desire. We will examine
the results of robustness tests later in Section 5.1.

But how do we multiply by A;Dy*? Multiplying by AD™
was easy since it corresponded to the PageRank voting
dgorithm of Section 4.1. What does Ay = A"
correspond to in terms implementation in an AC? The
meaning of the power of an adjacency matrix will reveal
to us in even more depth how center maintenance
actually works.

441 Powersof Adjacency Matrices

In short, the H™ power of an adjacency matrix counts the
number of paths of length H hops between all cellsin the
AC. Toillustrate, we examine elements of A

(Az)ij
=(AxA)ij
= 8y
K AC
1i® k® jisapath

b ac 0, otherwise

= #of 2- pathsfromi to jin AC

And by induction,

(At)ij = #of t - pathsfromi to jin AC
Al X, = #of t - pathsto i from any jin AC

Now we see that multiplying by A (or neighborhood
summing) just corresponds to counting the number of
paths of a particular length between cellsin the AC. And
since the center(s) of a cell are “popular”, they will lie
long more paths between cells than cells closer to the
boundary. Thus AMM results in good emphasis of the
center but has the unfortunate property of blowing up
since as H gets unbounded so does the number of paths
of length H between any two cellsin an AC. NAMM on
the other hand avoids such blowing up ranks at the cost
of only applying the neighborhood-sum filter a finite
number of times, H. In effect, NAMM is approximately
equivaent to increasing the communication radius R to
RH, i.e. growing each cell’s neighborhood from radius R
to H times as large. As we will see in Section 5.2, we
implement the larger neighborhood-sum algorithm via
routing between the cells and there we assess the
tradeoff between routing traffic complexity and center
emphasis quality.

Thus far we have found agorithms that correctly
emphasize the center of an irregularly spaced AC and do
so in a local manner. We have kept the robustness
objective in mind but we will not see results from any
tests until Section 5. Instead we will now discuss the
issues of asynchronicity and efficiency, which we have
until now glossed over.

45  Efficiency

How quickly do these PageRank variants converge to
their steady states? In the experiments the average
number of iterations is very small, approximately 30-40
iterations (with R = 0.07 units, Nac = 10,000 cells), and
sometimes much less depending on the complexity of the
AC'stopology. Typicaly, within the first 5-10 iterations
the center emphasizing structure is already established.
The last 20-30 iterations ssimply “fine tune” the rank
surface, adapting to the smaller details of the topology
such as holes, strips, etc.

In terms of computing an actual expression for the time
reguired to converge, we must turn to the eigenvalues of
the adjacency matrix A. All of the PageRank variants
correspond to adjacency matrix  multiplications
(sometimes with a normalizing D™ tacked on). Though
we leave a rigorous proof for later work, we sketch an
argument here for logarithmic-time convergence.



Pseudo Theorem 2 [Efficiency]. All of the algorithms
studied will converge to their steady states in
approximately logarithmic time.

Pseudo Proof. Since Aisarea, symmetric matrix it has
adistinct orthonormal basis of eigenvectors and thus can
be diagonalized

A=VLV'T
where L isthe diagonal matrix of distinct eigenvalues of
A. This means that every matrix multiplication by A can
be decomposed into components along the eigenvectors
of A (the columns of the matrix V). This can be written

Au=

c/v,

where {c;} are the coordinates of the vector u in the basis
of eigenvectors {v}. Repeated multiplication by can be
written

Au= ¢/
i

This expression means that with more applications of A,
eigenvectors v; with larger eigenvalues /; will dominate
the sum. And ast grows very large, the 1% eigenvector v,
will dominate. Now, when the multiplier matrix is
stochastic (e.g. in the case of PageRank where AD™ is
stochagtic) it can be shown that /; = 1 and so the sun
will converge exactly to vy, a stable steady state. Indeed
this is what happens in PageRank and NAMM. On the
other hand, if /; > 1, as it is in the general case (e.g.
multiplying by A or AY), v; blows up—an unstable steady
state. We then need some type of normalization to bound
it.

What does this have to do with running time? Well, the
rate of convergence to v; depends on how quickly /;
dominates over the next highest eigenvalue /,. Thusit is
the spacing between the top 2 eigenvalues that
determines the rate of convergence. Roughly then, to get
to alevel e of convergence (i.e. succeeding vectors differ
in norm by less than e or d(u, Au) < €), we need
O(log(Dl / €)) = O(log(Nac / €)) iterations. Note that this
assumes that the spacing between eigenvalues is some
polynomial function of Nac, which is not proven here.

4.6  Asynchronicity

Perhaps the most severe problem with the CM
algorithms we have studied is the tough issue of
synchronization. Note that until now we have assumed

! Note that the orthonormal property of the eigenvectorsis essential
here.

that at each time step all cells vote synchronously,
receiving votes right after they send theirs. This
assumption is not valid for area AC, where al cellsare
irregularly spaced and asynchronous (although they do
have similar clock frequencies). How do we handle this
problem?

46.1 Solution 1: Adding Idle periods

Consider the following simple solution. Each cell, after
sending its votes to its neighbors, waits a constant
number of clock ticks (say 10). Since al the processors
have similar clock frequencies, it is probabilistically very
unlikely that after 10 ticks some cell has not sent off its
votes yet. After this wait period each cell accumulates
the votes it has received and repeats the whole process.

This works if all the cells are approximately
synchronized to begin with, but what guarantee do we
have that this is so? Well, we assume that there must be
some global signal that is used to start the AC anyway
and so we use that to approximately synchronize the
cells. This would be fine except if we want to add some
new cells to the AC. If we pour them in at a later
undetermined time, they may be out of phase with the
aready immersed processors and could cause problems.

We have not yet addressed this problem. A first thought
isthat new cells should try and match the voting patterns
of their neighbors. When a new cell is thrown in, it can
first listen for neighbors votes and then “restart” its
clock right when it receives them. In this way the new
cell will be approximately synchronized with other cells
(smilar to firefly synchronization) and can go on
processing normally. But this seems complicated and
requires the implementation of a synchronization
algorithm. Ideally, we would be able to accomplish all
this without explicit synchronization. Fortunately we can
and we will see how thisis done next.

4.6.2  Solution 2: Using Neighbor tables

We have glossed over another important detail — how
does each cell know who its neighbors are? Since each
cell in PageRank, RPR, and NAMM must divide up
amongst its neighbors the amount of votes it has, it must
know how many neighbors it has. Well, the first answer
is to implement neighbor tables. Each cell broadcasts
messages (with its own ID attached) that reach only the
local neighborhood cells. Cells keep track of what cells
have sent them messages, and thus each cell has its own
neighbor list. Given this neighbor list, one can
implement PageRank, RPR, and NAMM easily. [Note
that NAMM requires more routing capabilities since it
essentially corresponds to a H-hop adjacency matrix.
Thus each cell in NAMM has an effective neighborhood
containing al cells within distance RH.]



But the more interesting question is why do we use the
vote-passing paradigm at all when we already know the
neighborhood list? Indeed the steady state of the
PageRank and NAMM processes (Eq. 4) is smply a
function of the (effective) neighborhood size |N;| and so
all each cell needs to do is count the number of
neighbors it has! This is very simple, extremely stable,
and requires no synchronization whatsoever since
maintaining neighbor lists is time-independent (unless
cells die or the topology changes, of course). We have
solved the problem of Section 4.6.1.

We have incorporated this steady-state neighbor table
idea into our implementation of JACSim; it works very
well, as expected. And to further alow for robustness to
cell death, we also implement a maximum inactivity time
after which neighbors who have not been heard from are
deleted from neighbor lists and assumed to be either
dead or malfunctioning. We will see the results of thisin
Section 5.

To reemphasize the main point, the beauty of this
method is that we can use the steady state closed form
expression of the PageRank process to skip over the
whole vote-passing algorithm altogether! Thisis possible
because the steady state depends only on local
information i.e. the size of the neighborhood. Though
vote passing is pedagogically instructive, we do not need
to employ it in the actual implementation of the
algorithm. Therefore we have achieved Asynchronicity
by going straight for the steady state.

5 Results

The only objective left to test is Robustness. We have
kept an eye out for Robustness in our design of the
algorithms and we now present the results of the
robustness tests. Note that robustness comes from the
fact that the final steady states of al of our PageRank
variants depend only on the local neighborhood i.e. the
spatial topology of cells in the AC. The steady state is
independent of the initial rank values. This means that if
there is a sudden event (e.g. cell death or a topology
change), the algorithm will converge to a unique new
steady state (a function of the connections and topology,
not of the rank values u;) regardless of what rank values
it has at the time of the event!

51 Robustness

To test the algorithms' robustness to topology changes,
we simulated several types of cell death:

Holes. The AC is alowed to converge to its steady state
rank surface. Then, regions of the AC are “killed” i.e.
inactivated. The algorithms are then allowed to converge
again to their new (unique) steady state. Figures 8-9

show the results of those tests with 4 holes. Tests with
more and fewer holes at random locations show similar
results and are omitted for brevity. PageRank center
emphasizes al regions within R units of a boundary, but
still leaves plateaus everywhere else. AMM creates a
nice hump at the center of the AC, but till appropriately
distorts the rank surface to account for the 4 holes. RPR
flattens out the rank surface too much, effectively
ignoring the 4 holes. Although it does emphasize the
center RPR plateaus the rest of the AC, which is
undesirable.

Disconnected Strips. Strips of cells are inactivated, in
order to test robustness to disconnections. Figure 9
shows the results for vertical strips. Tests were done with
many other strip configurations and angles, but show
similar results and are omitted here for brevity.
PageRank does as expected, resulting in plateaus at
distances greater than R units away from any boundaries.
RPR [redo RPR!]. AMM emphasizes regions
correctly, with no plateaus (except where cells are
actually dead, as expected).

Random death. This is a test of robustness to density
fluctuations since the cell death is not localized. Figure
10 displays the results. PageRank forms the usual rank
plateaus, while RPR performs badly. RPR thresholding
leads to the death of many cells near the center (in
addition to the 20% already killed). Still, one can
vaguely see the spiky, disconnected center emphasis that
RPR manages to accomplish. AMM does rather well,
emphasizing the center region but yielding two loca
maxima in the process. Where do these maxima come
from? In fact it is the density fluctuations that lead to
some “symmetry breaking” where one hump takes over
and becomes dominant. Repeated runs with 20% random
cell death show similar phenomenon; sometimes there is
only 1 hump, other ties there are 2 humps, not
necessarily located in the same places as in Fig. 10 but
aways near the center. Furthermore, runs with higher
kill proportion (30%, 40%, 50%, etc.) show similar
results with a smooth degradation in center emphasis
quality askill proportion increases.

6 Discussion

We use this section to step back and consider
connections between these self-organizing algorithms
and other related fields such as signal processing and
Artificial Life (AL). We also consider some alternatives
to the choices we have made in designing these
algorithms, and suggest possible future work to resolve
some interesting questions.



6.1  Signal Processing Inter pretation

The signal processing interpretation (Section 4.3) proved
very useful for extending and generalizing PageRank. It
also allows us to experiment with another degree of
freedom, the shape and nature of the filter used. In our
case we use a uniform circular summing/averaging filter
to examine PageRank. However, we can imagine
choosing a non-uniform filter, perhaps one that weighs
cells further away less than those close by (e.g. 1/r* for a
cell r hops away, k = 1,2) or even one that weighs cells
further away more. We can also vary the shape of the
filter from circular to say sguare or ellipsoidal (i.e.
changing the definition of a cell’s local neighborhood). It
can be shown that the shape will affect the steepness of
the center emphasis and in applications where one
direction is more important than others it may be
appropriate to use an ellipse or some other more suitable
shape. What we need is a characterization of how the
filter design for PageRank affects the Center Emphasis
and Maintenance properties. What is the expressive
power of filtersfor CM?

6.2 Connections to Conservative-Flow
PDEs

Thus far we have used the 1% eigenvector/surface to
emphasize the center of an amorphous body of cells.
And we can prove these assertions via arguments based
on Markov chains with geographically local transition
matrices. In addition, our agorithms conserve “vote
matter” and can be described by a partial differential
equation (PDE) that comes from a very well-known (and
studied) class of equations. conservative flow PDEs.
Such PDEs include the famous heat-diffusion equation,
and the wave equation. We now list these equations
along with our own PageRank variants for comparison.
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Though we do not have time here to delve into a deep
comparison, we refer the reader to [3], where an in-depth
look at the first two equations is presented in the context
of amorphous computing. In future work we hope to
extend the work in [3] to the last two equations.

6.3 From Biological to Non-Biological
Diffusion

Note how we have slowly moved away from a more
biological type of diffusion where vote matter is
propagated in the system and its flow determines the
final rank surface, to a more computational type of
diffusion where we simply keep neighborhood tables and
count the number of neighbors. The reason this is so
attractive is the fact that an amorphous computer, by its
model, must have access to local neighborhood
information. In [3] Katzenelson decomposes amorphous
computing into 2 levels of abstraction: the (1) computing
level, and (2) communication level. The computing level
assumes that every cell knows whatever it needs to know
about its local neighborhood i.e. in our case the size of
the neighborhood of each cell. The communication layer
handles initialization, synchronization, transmission and
reception of messages. Most of this paper focuses on the
computing level problem of Center Location and
Maintenance. The rest of it i.e. the asynchronicity
objective is a communication level issue. Accordingly,
we are not worried so much about the latter since in a
real amorphous computer the communication layer
would be invisible to us. Of course for the purposes of
this paper and testing, we did address the communication
issues in the implementation of JACSm.

6.4  Additive-Copy Diffuson (ACD) and
Computational Reaction-Diffusion

An interesting by-product of this paper is a new type of
non-biological diffusion, where cells add contributions
from their neighbors to get their own values and then
send copies of that value right back to their neighbors.
This begs the question: Can we implement reaction-
diffusion with this new type of diffusion? If we added in
different computational “substances’ and the nonlinear
effects of reactions between those substances, would
there be any extra expressive power? Could we make
computational patterns form?

Biological reaction-diffusion equations have been
studied for many years. Alan Turing wrote a seminal
paper on pattern formation [11] in which he uses
reaction diffusion equations to try and create ordered



patterns from initial homogeneity. Can we explore the
computational analog of biological pattern formation
using this new type of “computational” diffusion? After
all, it isamajor goal of amorphous computing to exploit
biological paradigms but in a more precise and (perhaps)
more efficient computational manner. This would be a
perfect example of such exploitation (if it worked)
although the author admits that it is not at all clear
whether this “Computational Pattern Formation” line of
thought will prove fruitful.

6.5  Geographical Hierarchy Formation

Given the CM algorithms we have developed, we can
imagine developing a hierarchy formation algorithm
similar to work done in [5, 9] except that it would be
geographically-based. To illustrate, consider the
government. The President is the “center” of the
government, with governors in each state under him/her,
who in turn have mayors in each city/town under them.
Such a hierarchy is geographically distributed, not all
power lies close to the center. An idea for implementing
GHF is to have several computational “substances’
Si,-..,S, such that S; inhibits the growth of S,,....S,, $;
inhibits the growth of S,,...,S, and so on. Then we
initialize each cell with 1 unit of each substance and run
CM on the whole AC. Since nothing inhibits Sy, it will
emphasize the center as expected. Its center emphasis
will cause center inhibition in S, which will converge to
centers away from the S; center (say the 4 corners of a
square centered at the S; center). The S, and S; centers
together inhibit S; accumulation in those regions,
causing S;'s CM to find even more new centers. The
hope is that with the continuation of this process a whole
geographically distributed hierarchy (akin to the
government analogy mentioned earlier) will form. In the
hierarchy S centers would be the leaders of S.; centers
for al i.

6.6  Sdf-Organization and Complexity:
More In-Depth Relationsto Class

Thisis primarily a continuation of Section 2.1 and offers
a more in-depth look at the self-organizing nature of
these algorithms, now that we have actually analyzed
them.

The algorithms have the beautiful property that a global
pattern of center location, emphasis, and maintenance
emerges solely from the organization of the AC, namely
the gpatial topology, communication radius and
neighborhood structure. Therefore it is independent of
any initial rank values u° and this provides the
robustness that we desire. The final steady state rank
surface is the unique attractor associated with the system
dynamics, and the system is always moving towards the

attractor in phase space i.e. the space of al rank
surfaces.

How does this global pattern form? By the standard
paradigm of self-organization (SO): (1) positive feedback
creates patterns and (2) negative feedback stabilizes
them. And that is exactly what happens here. The voting
process in PageRank is a positive feedback mechanism
in the sense that the largest eigenvalue/vector grows
more and more dominant after each iteration. Thus the
positive feedback is not blatantly obvious in the space
we are looking at (the communication graph), but in the
space of eigenvectors of the adjacency matrix A, it is
very clear. Is there any negative feedback? Yes there is.
The fact that AMM blows up indefinitely is the direct
result of the fact that there is no negative feedback
involved with multiplying solely by A. It is here that the
matrix D™ (representing the division amongst neighbors
in the voting process) plays such a key role. It is the
negative feedback, the stabilizing factor in PageRank.
Remember that the matrix A can have a first eigenvalue
| 1 > 1 whereas the stochastic matrix B = AD* forces| ; =
1, thereby inducing stability. Therefore PR, RPR, and
NAMM are processes that employ both positive and
negative feedback by growing the 1% eigenvector
meanwhile shrinking the others. In contrast AMM grows
all eigenvectors unboundedly. The only reason we see
any fina structure in AMM is because the 1%
eigenvector will still grow relatively faster than the rest!

Another interesting connection with SO is the effect of
locality in our process as set by the parameters in the
AC. The only parameters in our model are the number of
cells Nac (global), the area of the AC Area (global), and
the communication radius R (the “local” parameter). In
reality, the only important parameter is the fraction of
cells per unit communication radius d i.e. the loca
neighborhood density of cells. The higher d'is, the better
CM does. Or doesiit? It turns out there is a critical range
over which CM does well in our problem. For R >
diam(AC) / 2 where diam(AC) = the largest distance
between any two cells in AC, we start to get flatter
center emphasis. At R = diam(AC) we have complete
uniformity over the entire AC. This is because each cell
can communicate with every other cell and so |N;| = Nac
for all cellsi. Thisis exactly like RA5 when we studied
schooling behaviors! There we saw that schooling and
flocking behaviors depend on the limited local range of
sensors. On the other hand if R < the smallest distance
between 2 cells in AC, then nothing happens at all and
the steady state isjust theinitial state.

Some typical SO phenomenon that we did not observe:
there were no phase changes, fluctuations, or hierarchies
since we only have a single attractor, and no dissipation
since vote matter is conserved.



In line with RA1, we can also see our AC as a group of
(immobile) robots that each have sensors for detecting
votes and actuators for sending out votes. Each robot
aso has an AFSM that does the division of votes
amongst neighbors, the accumulation of votes, and the
neighbor list maintenance. It isin this arena that most of
the potential applications for our algorithms lie. The self-
assembly of larger structures by nanoscale robots could
not be done without some sort of CM algorithm to help
discover the geometry and location information needed.
Indeed this is an important step in the direction of
computational morphogenesis— creating  surfaces,
patterns, and structures from an amorphous initial set of
homogeneous, identically programmed computational
elements (cells) immersed in a medium (e.g. liquid, gel).

7 Conclusions

We have presented severa new self-organizing
algorithms, al based on the popular PageRank
algorithm, that try to accomplish the task of Center
Maintenance. The best agorithm satisfies all the
objectives of Center Maintenance as we have outlined
them: Center Emphasis, Locality, Robustness,
Irregularity, Efficiency, and Asynchronicity. We were
able to handle both computing and communication level
issues associated with the problem (though we are not
too concerned with the latter), and we were able to
provide a sound mathematical basis for al of the
agorithms properties via linear agebra and 1%
eigenvector techniques.

We used many instructive interpretations of the
PageRank process to guide us along the way: (1) the
passing of vote matter in a “democracy” [PR], (2) a
random walk on the graph induced by the
communication radius [PR], (3) a counting paths
argument [AMM/NAMM], (4 and a moving
neighborhood-sum/average filter applied to a initially
uniform 2D spatial signal [AMM/NAMM)]. It wasinthe
end the signal processing interpretation (4) that revealed
to us the correct generalization of PageRank, one that
avoids plateaus, generates excellent quality center
emphasis, and is robust to cell death and topology
changes.

Despite the instructive nature of these interpretations, in
the end we implemented our algorithms using the steady
state expressions directly, avoiding the vote-passing
process, which is so prone to synchronization problems.

In the process of developing this agorithm we aso
discovered connections between our PageRank variants
and other conservative-flow PDEs including the classical
diffusion equations and the wave equation. Thisled usto
introduce a new type of non-biological (or
computational) diffusion and consider its study.

Especially interesting is the prospect of exploring the
(computational) pattern-formational power of reaction-
diffusion mechanisms that employ the new type of
diffusion, aptly named Additive-Copy Diffusion.
Another potential application of this algorithm is as the
basis for a geographically-based hierarchy formation
algorithm.

8 FutureWork

Possible future work is mentioned in detail in Section 6.
It includes the following topics.

Filter Design for CM. The exploration of filter design
for Center Maintenance. How do the weights and shape
of the convolution kernel affect the final center emphasis
of the PageRank process (and its variants)?

Conservative-Flow  PDEs. The extension of
Katzenelson's work in [3] to the PageRank PDEs listed
in Section 6.2. Finding and mathematically proving
numerically stable, convergent algorithms for simulating
PageRank and its variants on ACs.

Computational Pattern Formation via Reaction-
Diffusion Mechanisms Employing ACD. The exciting
possibility of Computational Pattern Formation via
Computational Reaction-Diffusion mechanisms that
employ Additive-Copy Diffusion instead of the standard
biological diffusion. What expressive power do these
new mechanisms have? What other kinds of (self-
organizing) tasks would they be useful for, if any?

Hierarchy Formation. Using algorithms developed in
this paper, create geographically-based hierarchies that
can be used as a primitive for many tasks. Compare to
Nagpal’s and Beal’ swork [5, 9].
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Robustness Comparison:
IPR vs. AMM

Figure 8. JACSIm view of 4 holes robustness test. The AC is allowed to converge to its steady state before cellsin the 4 holes are “killed.”
PageRank does center emphasis around the boundaries but leaves plateaus everywhere that is further than R units from a boundary, as expected.
AMM does well and correctly emphasizes the center of the AC, distorting the rank surface appropriately around the holes.



Robustness to Cell Death I:
4 Holes

Figure 8. The 3D rank surfaces for the 4 holes robustness test. PageRank shows plateaus as seen in Fig. 8 and AMM shows a nice bump at the
center of the AC, while also accounting for distortions around the 4 holes. Although it emphasizes the center, RPR does poorly since it flattens out
the rest of the surface too much, effectively ignoring the holes altogether.



Robustness to Cell Death II:
2 Disconnected Strips

Figure 9. Results of the disconnected strips test. Strips of cells are killed and the AC is allowed to re-converge to a new steady state. PageRank
shows plateaus as expected and AMM has a nice center emphasis, adjusting around the dead strips well. RPR ignores the dead strips due to bad
thresholding behavior.



Robustness to Cell Death lllI:
20% Random Cell Death

Figure 10. Random cell degath tests. PageRank till plateaus despite the 20% loss of cells (and density). RPR does poorly, emphasizing the center
but in a very spiky discontinuous manner. Again, thisis due to thresholding cells from within the plateau are accidentally inactivated earlier (not to
mention the cells that are already dead from the random killing). AMM does converge to a nice hump, but there are 2 local maxima. Thisis because
there is some arbitrary symmetry breaking that goes on, fueled mostly by random inhomogeneitiesin the density of cellsin aparticular region.



