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Preface

Thisthessbegnlifejustover amonth fromits n a submisson dateof April 6, 2004, in
theform of anabstract theszeof an80-column, 24-row terminal scleen, written diredly in
ane-mal client to be sent to my potential faculty reviewers. Threedays later the r stdraft
was complete, weighing in a nineteen pages,or about six thousard words. Snce then it
hasaccumulatedreference material, grown several theorems,and acquiredatotal of 19040
words—anexpansion of about 21 P%.

| have never written anything upwards of about twenty pages,so | cannot take personal
credt for about 70% of the text that is preset before your eyes.Both the reader and the
author, then, might ask the sanre perplexing queston: wheredid that 70% come from?

The answer, of course,isthat it came from the multitude of people who have aiddedand
supported mein thisendeavor. Prof. Mema Roussopoulos, my advisor for thisthess, has
by far contributedthe mostto thisend: her assstance hasincludedrealingabout vedrafts
of thispaper, front to back, and taking a conference call with me while shewason vacation.

In addition to her, numerouspeople have kindly contributed many thoughtful and use-

ful commentsand idess:

Christina Anderson proofreal the entire document.

Daniel Chiamade several suggestonson theintroduction, including theidea
of the“empirical” approach.

Chris Conlon and HassanSultan gave me a crash coursein information ec-
nomics,and Hassarread anealy version of Chapter 4.

JV Fogd was askedto real the introduction, and he made several usdul sug-
gestons. BV Fogd'sfather wasnat askedto real theintroduction, but hedid so
anyway and also made several usdul suggesions.



Mai-Anh Huynh aso real theintroduction and gave me several usdul ideas.
Aaron Leered several drafts of Chapters4 and 5; he encouragedmeto esse-
tially rewritetheproof in Sedion 4.1

LisaLeung suggesedthat | add mary of the statisticsin theintroduction.
Yuen-Jong Liu was told to only read Chapters 3and 4, but he real the entire
thing anyway—twice.

Jaoob Russél inadvertently suggesedthe concept of rules.

Prof. Suart Shieber providedsome usdul thoughts and ideas,one of which is
actually discusseth Sedion 4.5.

Prof. Alison Smmons and Thomas Teufel were my instructor and teaching
fdlow for anintroductory philosophy course;that coursehasin uencedboth
the styleand, in some casesthe substance of my arguments.

Mildred Yuan proofreal every secion of text that | handedher, totaling about
half of thethess.

| amindebtedto all of them for their numerouscontributions.

Although they did not contribute to the ostensible writing, | am grateful to my family
and friends who have been supportive of this endeavor, which has several timesput my
hedth, alertnessand santy at dight risk; their presace allowedthiswork to come about,
and their presece allowedthiswork to cometo fruition.

Fnally, in the tradition of my father, | acknowledge Homo Sapiens whosecontinuing

auccesshas causedmeto exist.
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Don't send large amounts of unsolicitedinformation to people.

—S.Hambridge, Netiquette Guiddines, r f ¢ 1&5(Oct. 199%



Abstraa

The problem of unsolicited, unwarted e-mal messges,otherwiseknown as spam, is
growing to uncontrollable proportions, and there is a clea needfor direded reseach in
gpam prevention and control. Current reseech has identi ed mary diVerent sthemesfor
controllingspam,but thegeneral diredion of thisreseach hasbeen in improvingindividual
schemeswithout consideration for the various strengths and we&knessesf thosesdhemes
ascomparedto others. The goal of this paper isto identify and categrizethe variousarti-
gpam technologies. This categorizaion will diVer from more common ad-hoc arti-spam
taxonomiesin that it will attempt to cover the entire theoretical space of arti-spam solu-
tionsrather than merely thosethat are implemented or thosethat are popular. Using such
ataxonomy, then, we caninvestigate the relative strengths and merits of each category. We
will demonstrate that many commonly usedsolutions,such ascontent  Itering, public-key
authentication, and computational-costbasedprevention, are vulnerable to variousforms
of attacks and thusineVedive in this problem space. Some of the key conclusons are that
asystem successill in preventing spam requiressender intervention, and that intervention
mustbein the form of either identity veri cation or payment of some cost. Thisreseech

will aid future studiesin arti-spamtedinology, steeing them to greder eY cacy.



Chapter 1

Introduction

In a wir ed wor | d increasingly driven by computer technology, eledronic messging
hasbemmethenorm for speed;, eVedive communication, egpecidly in theform of e-mail.
Advancesin networking have only improvedspeed but e-madl usegsareincreangly entan-
gledin abattle of eVedivenessa batle waged againstan army of thosewho seea diVerent
usefor e-mal and dedronic messging: sending large volumesof unsolicited bulk mail in
hopesof duping a few of the recpients into aiding the sender with some ulterior motive.
Theseunsolicited, unwanted e-mals, otherwiseknown as “spam; have sdurated the vol-
ume of dedronic mail with get-rich-quick schemes,advertising, and incomprehensbility
to variousends, such asmakingmoney and carrying out distributed network attacks.

The voluminous pres@&ce of spam in dedronic messging is much more harmful to
e-mal thanits names&e canned med isto onés hedth. The proliferation of spamthrea-
ens to do away with the eVedivenessof e-mal, forcing readers to wade through pilesof
junk to n dtheimportant and relevant messges.Reaent studiesshow that spam costabout
$9 billion to US corporationsin 2003 and the volume of spam being sent is growing a a
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rate of 20% each month, with millionsof spammessgesbeing deliveredevery day [5]. Cur-
rent popular solutionsareineVedive:a20report revedsthat 36 of individualsusespam

Iters, but they reave practically as much spam as thosewithout Iters[14]. Economist
George Akerlof's saminal paper on information economics reveds another reason why the

proliferation of spamisharmful:

The presece of people in the market who are willing to oVer inferior goods
tendsto drivethe marketout of existence. ... It isthisposshbility that represets
themgor costsof dishonesty—for dishonestdedingstend to drivehonestded-

ingsout of themarket.[2]

If spamcontinuesto grow at thecurrent rates then it isinevitablethat dishoneste-malswill
soon drive honestonesout of the system, rendering e-madl and other forms of eedronic
messging unusale.

It isnot surprising that many have taken mgor initiativesto subdue spam. Some have
calledfor lecdl restictions;othersare seaching for, rooting out, and punishing the senders.
The mgority, however, believesthat this problem can bestbe—ar only be—solved using
advancesin computingtedinology and innovation [4]]. It istheseednological approaches
that form the substartive material of thispaper.

The dd of spamreseach isinteresing dueto the diverse,multidiscplinary nature of
thetednological approachesbeing reseached.Arti cid intelligence hasprovidedmessge

Iters basedon content analysis. Systems reseach has contributed new protocols and dis-
tributed system analyses.Cryptographic algorithms are yet another sub eld proposedfor
dedingwith spam.And certainly other edshave contributedor will contribute new idess.
All sorts of solutions have been proposed ranging from smple ltersto re-engineeingthe
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entiree-mal system, but thesesolutionshave generally been developedand evaduaedinde-
pendently, improving on proposdswithin asub ed without much consideration for unre-
lated solutions and the comparative advartagesof each. Thereisaclea needfor acompre-

hensivelook at thesediVerent solutionsand acomparative analysis of them.

1.1 TheEmpirical Approad and its Problems

There have been a number of attempts to look at the range of arti-spam tecinologies
and their comparative strengths. One comprehensive published taxonomy was made by
Paul udgefor theopeningmeetngof the Anti-SpamReseach Group, or asr g [ 3, 25]. Other
compendia of arti-spamtedinologiesinclude a paper by Shane Hird and a presatation by
John Levineto the Federal Trade Commisson [20, 26]. All threeof thesearesimilar in con-
tent, and we will focuson Hird'sreseach only becuseit is the only one presatedin the
form of acomplete paper (the other two areonly availablein presatation dides).

Hird's paper essatially presats an overview of the state of the art in anti-spam ted-
nology. He discussesystems that are currently in useand thosethat have been proposed
but not used,many of which will be discussedhroughout this paper aswell. Hird takesan
empirical approach to analyzing arti-spamtedinology: theanalysisisconductedby consid-
ering existing solutions, grouping similar onesinto categories,and analyzing the feduresof
thosecategoriesbasedon the feauresof the existing solutions.

There are a number of problems with the empirical approach, al of which are exhib-
itedby Hird's paper. Frst,the analysis of existing systemstendsto emphasizethediY culty
of implementing systems. For exanple, Hird's discusgon of the Internet Mail 2000system
focuse®on thefact that it would bediY cult for the system to be globally adoptedand imple-
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mented. Sedion 13 presats anargument for why the focusshould not be on implementa-
tion diY culty. Seaond, the empirical approach failsto addressadvancesin tedinology. For
example,Hird dismisseScomputational stamp” systemsbecausecomputersdiVer gredlyin
cpu speed! However, lesghanayea after Hird's paper was published,two reseach groups
presaitedaform of computational stamp that isonly dightly avededby cpu speed[], 1Q.
Fnally, empirical analysis cannot addresssystems that have not been proposedor imple-
mented, so it can draw no broad conclusons on arti-spam reseech, and the swpe of the

analyssisinherently limited.

1.2 TheTheaetical Approad

Becuseof theproblemsinherent in theempirical approach to understandingarti-spam
systems, it seens reasonable to take a theoretical approach, one that analyzesthe desgn
gpace of all possble anti-spam tednologies,independent of speci ¢ solutions within that
gpacethat have been implementedor proposed.Thisistheapproach taken in thispaper. We
will not seecomparisons of products of implementations;rather, we will explore theworld
of possbilitiesand the comparative advartagesof each possbility. We will ensure that all
possble solutions are covered by employing strong proofsto divide the solution spaceinto
categories,and then wewill consider the propertiesinherent to each categpry.

This theoretical approach is vauable for threereasons. Frst, becausethe space of all
possble solutions is considered, the reailting conclusons are generalizable even to solu-

tionsthat have not yetbeen proposed.Seand, atheoretical analysis of systemsallowsusto

1Computational stamps are disauss@l in Section 4.2. At this point, though, the reader unfamiliar with
this anti-spam technology needs to know only that such systems require the serder to perform adiY cult
computation in orderto serd amessae.



deduce propertiesthat mustbetruefor any implementation of thosesystems, recardlessof
how advanced that implementation might be. Third, atheoretical approach can provide a
measure of the maximd eY cacy of each type of system, so we have afoundation for mak-
ing comparisons of typesof systemsrather than of individua systemsthemsdvesand ther

relative maturity levels.

1.3 A Thearetical Taxonomy and Analysis

This paper will preseit two distinct but related pieesof work. Frst, it will preseit a
taxonomy of arti-spam tedinologies.An overview of that taxonomy isgiven in Figure 11
(at the end of the chapter). This taxonomy will consider the entire desgn space of anti-
gpam tedinologiesand divide it into a hierarchy of distinct categories.Second, this paper
will preseit ananalysisof each category, identifying the comparative advantagesof each.

To construct the taxonomy, the following approach is employed. Given a categry of
solutions, a separating tes is usedto divide every possble solution within that categry
into one of two subcategories.For exanple, the super-category of al possble anti-spam
systemsis divided into systems that can function entirely without the sender performing
someintervening action and thosethat cannot function without intervention.

Several factorsin uencedthe sdedion of theseests some of which arelisted below:

» The categoriesproduced by the testshould have analytical propertiesthat are as dif-
ferent as possble. The analysis is the most usdul when the diVerent categorieshave

diVerent properties.

» Thetestshould not bein uenced by the number of exiging solutions within a cate-
gory. For exanple, there are mary diVerent forms of spamdetedion basedon e-mal
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content, but they areall placedinto one category becuseof their smilar properties.

» The testsshould tend to single out unique systems. Quch systems represat unex-
plored categorieswith distinctive propertiesand so they should be analyzedin the

context of thoseproperties.

In general, the separating testis chosen by the analytical power of the resulting categories.
Thisisnot surprising, asthe purposeof thetaxonomy isto produceaninteresing analysis.
The purposeof the analysisisto identify feduresof the taxonomic categriesof solu-

tions.For each category, anumber of questonswill be considered:

* What istheunderlying assimedde n ition of spam?How closdy doesthat de n ition

match what we intuitively think of asspam?

» What typesof legtimate messgeswould this system mark as spam (Type| errors)?

What typesof spam messgeswould thissystem mark aslegtimate (Typell errors)?

* In what areasdoesthis system succeed system succeeds when legtimate messges
are corredly marked as legtimate and similar-looking spam s corredly marked as

gpam;for what sorts of legtimate messgesisthisthe casewith the given system?

» Howwould anadversay thwart thesystem in order to deliver spam?sthereanattack

that would allow someoneto send spamunrestictedy, and what reurceswould be

neecedto carry out such anattack?

Answering thesequestons providesinsight into the usdulnessand the limits of a given
system. Thesequesions also provide auniform basisfor comparing categoriesof systems.
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For each category of systemsthat we analyze theresilts of that analyssare summarizedin
abox in the appropriate se¢ion.

Beauseof the theoretical nature of theseanayses,certain questons will nat be ad-
dressedprimarily thoseconcerning the initial implementation of systems. In particular,
mary of thesesystems may require large-s@e deployment eVorts; the required work in
deployment isnot consdered here. The rationale behind not considering implementation
diY cultiesisthat such diY cultiesare irrdevart when considering the eVedivenessof the
system once implemented. If the world isto adopt a standard system of preventing spam,
then that decsion should be primarily basedon the éVedivenessof the system when it will

bein use,and thediY culty of implementing that system doesnot aved that eVediveness.



fig ur e 11 Diagram of the taxonomy of arti-spam tecdnologies.Sedion numbers pre-
cedeeah category, denoting the sedion discussig that category.
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Chapter 2

Charaderizingthe Stuation

In order to begn analyzing arti-spamsolutionsfrom atheoretical context, wemust r st
provide ageneralizedframework for conducting thisanalysis.We r stproposeamode for
an eledronic messaging system, and usng that model we provide a den ition of an arti-
spam technology. Additionally, since the analyseswill focuson the €Y cacy of systemsin
searating spamfrom legtimate mail, anumber of guidelinesare providedoutlining quali-

tiesof messges,both legtimateand spam.

2.1 A GeeadlizedDistributedMessajing System Model

In order to form ageneralizedmodd of anarti-spamsystem, we r stpresat ageneral-
izedmodd of adistributed messging system on which that tedinology will operate. While
thismode isbasedon thee-madl modd, it should also apply to other distributedmessging
systemssuch asInternet Relay Chat.

Theworld of e-mal consgistsof entities, which may be of two types:humans and com-
puters.At any given time,anentity may beimmedately ableto communicatewith otherson
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fig ur e2.1 Exanpleof how amessging system might usevisbleand invisiblerelays.

7 7
e toa || [enrea] Goo Tinies
= =

— | n;/;ls;;)Ie % | n:/eilsail;ale | n:/eils;;JIe % | n:/eilsgle —
Sender Relay 1 Relay 2 Recpient
S Ry R r
cduan@harvard.edu  harvard.edu danford.edu mema@tanford.edu

the network; in that casethe entity is consdered available. Ertities,in particular humars,
aremostlikely not alwaysavailable. The processof sendingamessgeiscalledatransation;
the entity sending the messgeis calledthe sender and the entity recving the messgethe
recipient. The computer from which the messgeisinitially sent is called the sexding com-
puter; sincethesender may beahuman,thesender isdistinct from—and possbly unrelated
to—the sending computer.

When a sending computer wishesto send a message, it might not make a dired con-
nedion to the recpient's computer; rather, the messge may jump through a number of
computerscalledrday computers Therearetwo possbletypesof relays:invisblerelaysand
visblerdays.Invisblereayssmply route network traY c;they will betrededasjustpart of
the infrastructure of the network and ignored. A visible relay isone that accepts messges
on behalf of therecpient, possbly performssome processng on the messge such asmodi-
fyingthemessgehealer or bachingmessgeswith thesanedestnation together, and then
forwardsthe messgeto therecpient (or another visblerelay).

Fgure 2.1givesan exanple of how visble and invisible relays might be usedon a mes-
sajing network. The exanpleis modeled after the current e-mal protocols. Sg the sender
sisthe author, cduan@eecs harvard.edu, and the recpient r isa distinguished professr of
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computer science, mema@s sanford.edu. The sender swould r stsend the messgeto an
appropriate smtp mail sever, antp.escs.harvard.edu, or R in thediagram. Thismail sever
would then queue and send the messge to the recpient's mail sever, cs.$anford.edu, de-
noted by R,. Finally, R, would store the messge and eventually deliver it to the recpient.
In transmitting the messge from sto R; to R, to r, the network transmisson may have in-
volvedintermedate invisible relays such asrouters and switches,but thoseinvisible relays
only trededthemessgesasnetwork traY c. ThevisiblerdaysR; and R,, however, ingpeded
the messges content and performed procesing basedon that content. In terms of the osi
network mode, invisble relays operate on the data, network, and transport layers;visble
relays operate on the application and presetation layers[24].

Vighblereays complicate the messging system. For exanple,sSince amessge may pass
through and be altered by one or more relay computers, it isdiY cult to identify the actual
origin of amessge. Neverthelessyisble relays are usdul components of amessging sys-
tem for several reasons. Frst, relay computers may have faster network linksand more pro-
cesing power thanindividuas computers, so messgessent through relay computers can
be sent much more eY ciently than messgessent diredly between individuals with dower
computers. Also, relay computers can batch several messgesbound for the sane location
into onetransaction, saving network bandwidth. Additionally, therecpient'scomputer may
not be avalable at sending time and the sender's computer may not be constartly available
either. A relay computer canretain the messge until therecpient becomesavailable.

Beauseof thesebene cid attributesof relay computersin amessging system, it seens
unreasonablefor anarti-spamtedinology to diminatethem entirely, even though they may
exacerbae the spam problem by introducing complexity into the system.
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2.2 Deni tion of an Anti-Spam Tednology

Given our forma model of adistributedmessaging system, wede n eanarti-spamted-

nology, or ast , in thispaper asfollows:

An ast isany system that, when overlaid on amessging system, providesre-
cipients with a mapping of recived messgesto vaues,such that thosevaues
have semartic mearng to the recpient with regard to whether or not the cor-

regponding messgesare spam.

The smplestast might mark messgeswith one of two vaues,“spani’ or “not-spam’ A
more complex system might oVer avaue between zero and one indicating the probability
that a messge is pam. A third system might divide messgesinto several discrete cate-
goriesbasedon thetrustworthineswof thesender, such as“trustedsender;” “partially trusted
sender,” “untrustedsender,” or “unknown sender” Thislastsetof vauesdoesnot explicitly
mark the messge as spam or legtimate, but the vauesare usdul to arecpient in making
that determination (e.g., mail from trustedsendersismostlikely legtimate).

It isworth considering the goal of an optimal ast so that we can have a perspedive on
how to judgethetypesof systemsthat wewill encounter. There aretwo possble goals:com-
pletedimination and control of spam.Snce spamisjustatype of e-mdl messge,asystem
that allows messgesto be sent mug alow spam to be sent to some degee,so complete
elimination isclealy animpossbletask. The goal of anoptimal ast , then, mustbe control
of spam: it may be possble for spamto be sent, and some may even bereal by recpients,
but the system should halt the unregtricted proliferation of spam, so that the mgority of
messgesthat consumethetimeof e-mal readersarelegtimate. It should not beimpossble
for spamto be sent, but the system should makeit substartially diY cut.
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Fnally, acurrent “solution” to the spam problem that doesnot t into theden ition of
anast isthe practice of kegping e-madl addressesecetor obfusating them in public list-
ings,or theuseof adisposaleaddresseaviceto hideonésactual addresg 3]1. Solutionslike
theseded with the spamproblem by “hiding” from it: recpients areforcedto obscuetheir
identitiesso that spammers cannot n d them. However, a key advartage of e-mal isthe
ability to easly contact anyone; obfuscating or hiding addressesliminishesthisadvartage.
S0 solving the spam problem by hiding e-mal addressesvould €imin ate adisadvantage by
eiminating an advartage. And even so, reliance on long-term secetsis not a sustainable
practice:onésaddresanug begiven out to othersif that addresssever used,and oncethe
addresgeachesthe eyesof aspammer, it isno longer protededtheredter. A successill ast

should limit the ability of spammersregardlessof the knowledge or reurcesthey have.

2.3 Common Uses of Messaing Systems

E-mall and other messging systemstoday are commonly usedin marny diVerent ways.
It isworth considering some of thoseusesso that we can determine which legtimate uses
of e-mdl would belimitedor preventedby agiven ast .

Themostcommon useof e-mal ispersonal communication: individuassend messges
to one or afew recpients. It isclea that no ast should block such messges,and it would
seen that no reasonable ast would block them, but thereisan unusua asped of personal
messges:they may originate from essatially any computer on the network. Conseaently,

Itering methods basedon network addressesnay inhibit thisuseof e-mal.

A seond common useof e-mal isto distributeinformation to alargebody of recpients.

Mailing listsare a common exanple of this: hundreds or thousards of people, randomly
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dispersedby geography, e-madl provider, and other factors, all recive messgesfrom one
sender. Therecpients neednot all seethe exact same messge. For instance, a credt card
compary may issle statements to its cusbmers by e-mail; each of the messgesshould be
personalizedto the recpient. The ability to send large volumesof messgesvia eedronic
messgingisvauable,and anast should not block such legtimate bulk messges.

A third common useof e-mal is “sender delegation;” in which some entity, usualy a
computer, isauthorizedto send one or more messgeson behalf of another entity, usually a
human.Oneexanpleisamailinglist,in which asender providesthemailinglistse ver with
amessge to distribute to the list recpients. Another exanpleisonline greetng card se-
vices,in which the sender actually never encounters the messaing system itsdf but rather
usesanexternal interface,in thiscasethe se vicésweb page. In both casesthesevicedeliv-
ersthemessge (thelistpostngor thegreeingcard) to therecpient on behalf of thesender.
If anast requiresthe sender of amessge to perform some action, then in casesof sender

delegtion it isneassay to consder who should perform that action.

2.4 The Nature of Sopam

The n a component of our messging system to understand isthe nature of spamon
that system. In thissec¢ion wewill consder r stthe den ing characteristics of spam mes-
sagesand then the powers of anadversa'y who sends spam.

There are two commonly usedde n itions of spam. The r stisthat spamisUnsdicited
Commercid E-mal, or uce; thisisthe den ition the Federal Trade Commisson useq 1.
Semnd, spamisden edas Unsdicited Bulk E-mall, or ube; thisterm is preferred by aca-
demic reseech [20]. Generally one of thesetwo termsis usedin formal dialogue rather
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thanthe colloquial term “spam?’

Neither of thesdermsisusedin thispaper, becausethe r stisinaccurateand theseond
insuY cient. Thereareclea usedor sending spamother thancommercia advertising, such
asdistributing avirus[13. There arelegtimate usedor bulk mail, and there are Stuations
in which it may be unsolicited, the classc exanple being the long-lost high scool buddy
trying to contact friends. But, mostimportartly, underlying both of thesede n itions of
spam—ard underlying any de n ition of spam—isthe assumption that thereisan absolute
den ition of pam. Thisis Smply not the case,as every person has a diVerent concept of
what mail isspamand what mail islegtimate. Asaresult, theden ition of spamemployed
in thispaper isasfollows:

If amessgeissent to arecpient r, then that messge is pam if and only if r
deemsthat messge to be spam. A messgeis legitimate if and only if it isnot
spam;that is,it islegtimateif and only if r deemsit to be not spam.
Jpam, then, cannot existunlesghereisarecpient to real it, and onerecpient's spammay
beanother'smulti-million dollar treasurein anoVshore bark.

Even with this vague, circular den ition it is still possble to draw conclusons about
the nature of spam. It isreasonable to assime that, in generdl, if one recpient determines
amessge to be spam, then mog people would consider it spam,and so it isreasonable to
exped that the sender knows that the messge will be viewed as spam. The sender would
only send the messge if it were in some way usdul to send it, and if most people would
disard themessgeasspam,then it isneessay that the messge be sent to alarge number
of people. Asaresullt, it isneessay that spambe sent in large volumes.

In addition to understanding the nature of spam, we needto understand the nature of
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thosewho send spam, commonly known as spammers This paper takesthe postion that
spammers are powerful, knowledgeable,and resurceful. If there existssome vulnerability
in anast that will allow aspammer to send messges,then that spammer will take advan-
tage of thevulnerability.

Thisisareasonable assumption. Interviewswith sdf-proclaimed spammersand analy-
ssof spammessgescon r m this: distributed network attacks, intricate busnessbargain-
ing, and innovative contortionsof spammessgesreved ther inteligence[ 1823 33. Expe-
rience with reent computer viruses—mam of which usedthe infeded computersto send
gpam—ahow that spammers can acquire networks of hundreds of thousards of computers
to usein carrying out distributed attacks [37. Solutionsto the spam problem that rely on
the assumption that spammersare predctable, unknowledgeable, or without reurcesare
bound tofail. A successiil arti-spamsystem mustbeableto sustain asevere,well-conceived

attack, asthosesending spamwill utilize such attacks.

The following notational conventions for variableswill be usedin this paper. Roman
letterswill represeit normal entitieson the system and their relateditems,and Greek letters
will represat adversaiesand adversaial items. Capital letterswill refer to elither setsof en-
titiesor large se ver computers;lowercaseletterswill refer to individuals. Finally, the sender

of amessgewill awaysbedenotedass and therecpient alwaysasr.
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Chapter 3

SystemsWithout Sender Intervention

At the top of our hierarchy of anti-spam tedinology is the queston, doesthe sender
needto perform some sort of intervening action, provide some sort of proof, in order for
theast to work?Thegeneral advartage of systemsthat make no requirements of the sender
isthat they are smple to implement and require no long-term persistence on the part of
the sender. Thedisalvantageisthat such systemsby naturelack suY cient spam prevention
capabilitiesdueto thelimited“knowledge’ presat in the system, aswe shall see

If thesender providesno aid to the mail system, then theast hastwo pieesof informa-
tion to work with for each messge: the messgées content and the network identity of the
sending computer. Sncethisistheentirety of the communication with therecpient, that is
all theinformation that thisform of ast hasto work with.

Thuswe may bred&k down such “non-intervention” systems into two types:thosethat
evaluae the messge basedon theidentity of the sending computer and thosethat evauate
the messge basedon its content. In Sedion 3 1we ded with theformer of thesesystems;in
Sedion 32weded with thelatter.
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3.1 Fltering basedon Sending Computer Identity

Using the network identity of the sending computer to identify spamisone of the sm-
plestast 'sin usetoday. It is mostcommonly implemented as “whitelisting” or “blacklist-
ing,” in which amessgeiseither acceptedor rgededbasedon whether or not the sending
computer ispreset on alistof acceptedor blocked network addresseOrganizaions such
asmapsand spews provide publicip addressblacklistsfor usein such ltering[29, 40].

Whitelistsand blacklistsare essatially the theoretical extent of this Itering method.
The mostgeneral network-identity-based Iter would take a network addressand produce
some sort of vaue indicating whether the likelihood of that addresssending spam. If we
could freezetime for aninstant and run this function on all possble network addresses,
then we could creaeatimestimpedtablethat mapscomputer addresse$o spamindication
vaues.That isessatially what anti-spamdatawarehousessuch asmapsand spewsdo: they
provide thesetablesas a sevice,usng various secet mechanismsto stay up-to-date, such
asseting up spamhoneypotsor tesing networksfor open relays[30.

In terms of the systemsin usetoday, one problem with this Itering method isthat net-
work addressegan be forged by various network attacks, so it is possble for a messge
to appea to originate from one location when it actually came from another. Systemslike
dnssec have been proposedto solve this problem by using cryptographic tecniquesto
provably verify network addressedyut they have yetto beimplemented|[4, 13.

Even if that were solved,though, thereisstill acritical problem with thisapproach. Un-
derlying thistype of system isthe assimption that e-mal is spamwhen it originatesfrom
particular computers,but there are many waysin which both spamand legtimate mail can
appea to comefrom the same sending computer.
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The r stof thesesthe smple casein which both the spamsender and aregular person
usethe sane computer for sending mail. Consider, for instance, the following situation. A
sender, s, sends an e-madl and then leavesto get a cup of coVee During the ve minutes
when sisaway, anatacker useghat same computer (by compromisingit or justwalking
up to it) and sends out spam messges.Then sretums and sends out another legtimate
e-mal. A recpient, aware only of the network addressfrom which the mail was sent, is
unable to distinguish between mail from sand mail from , since the messgeswere sent
at practically thesanetime. Making the situation more complex isthe prevaence of public
computers and publicly available networks;in thosecasesdt iscommon for mary diVerent
senders—including spammers—io usethe same sending computer.

The transence of network addresse®nly worsens this problem. If addressesre con-
startly changing, then an addresscannot assuredy identify a certain computer, much less
thesender usngthat computer. Theapproach taken to thissituation today issmply to block
large addressranges:for exanple, afew monthsago all mail from Harvard University was
reededby the Internet se vice provider America Online becuseof asingle compromised
computer that wasactingasaspamrelay [19.

Fnally, the useof relay computers makesdetermination by network addressvirtually
impossble. When therecpient rec@ivesthe messge,it may have gonethrough several relay
computers,and it ispossblethat one of thoserelay computers actually generatedthe mes-
sayeand smply claimedto berdaying it from another location. Basedon the above obse-
vaions,it isclea that merely usng the sending computer's network addressisinsuY cient
to make any vauable determinationswith regard to spam.

Fltering messgesby network identity today seensto work acceptably well. Thisisonly

21



fig ur e31 Summary of theanaysisof the network identity Iteringast .

Asaumeddeni tion of spam Given atimet, there is some setof computers
C; such that spamisde n edasmessgescoming from any computer in C;.

Potential errors If both alegtimatemessgeand spamaresent from thesane
computer at about thesanetime,then either both will be acceptedor both will
bemarkedasspam.

Quccess$ul areas If only a small, unchanging setof computers is sending
gpam, then the system can be highly successtil in blockingthosemessages.

Potential attacks Possble attacks include compromising a large number of
computers, changing network addressesften, spoo n g network addresses
where possble,and sending mail through relay computers.

becausemany spammerstend to usea few easly-identi a ble computersto send spam. As
more and more of them start usng more complex tactics such as network spoo n g, com-
promising computers, and sending messgesthrough open relays—ard marny spammers
today currently employ thesetactics—gpam identi cation by sender network identity will
fail to control the spam problem, blocking legtimate e-malsthrough accidental or invaid

blacklistingsalong the way.

3.2 Hltering by Messae Content

Samidenti cation basedon e-mal content is both one of the most popular ways of
identifying spam and one of the hottestreseech topicsin the arti-spam €d. It isworth-
whileconsderingwhether thisareahasareasonable shot a solvingthe spamproblem, given
theamount of energy that isbeing put into the areanow.

Over time,content  Itershaveimprovedconsiderably. Originally these ltersjustlooked
for and blocked certain keywords; later they developed swring and phrase-denti cation
methods[42]; now adaptive Bayesan modelsbasedon statistical theory aregrowingin pop-
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ularity [ 35, 38]. Claims have been madeto “99.9% eVediveness in diminating spam, and
some beievethat content Iteringwill solvethe spam problem within the next decade[44].

This claim is not vdid, as this se¢ion will show. Frst we consider why currently im-
plemented solutions have been thusfar ineVedive,and seond we examine atheoretically
optimal content- lteringast and itsspam- ltering properties.

While mgor eVortsin arti-spamreseeach have focusedon content-based Itering, im-
plementationshave bean ineVedive, evidencedby the proliferation of spamdespite popular
useof these lters[14]. The reason for thisistha spammers have found waysto confuse,
manipulate,and outrightly deaivethe Iters.Intentional misgpdlings(“ Fr33MOn@Yy) are
easly understood by humars but not by Iters; random words from a dictionary cause
Bayesan lItersto adapt incorredly. John Graham-Qumming has developeda“ Spammer's
Compendium” of tricks for circumventing even the best Iters, usng among other ted-
niguesunusua conformations of ht ml code [18§.* Soam ddlivery technology, or sdt , has
developedand isdeveloping justasquickly ascontent Itering (and other) ast develops.

What would the optimal content- lteringast look like?t would act much likeavirtual
secetary, usngarti cid intelligencetedniquesto evauae the semartic content of each e-
mail messge. Unfortunately, though, consider the ultimate sdt : anautomatedmass-maler
that usesarti cid intelligence tedhniquesto crede a messge with semartic content that
looks suY ciently “humari that even the best Iter should accept it. If arti cid intelligence
reseach advanced to the point that we could build a perfed content- ltering ast, then it

mostlikely would have advancedto the point of building the perfed sdt aswell.

1Some of the techniques described by Graham-Cumming are so spectacularly innovativethat the author
strongly encouragesthereaderto look up thiswork.
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An unusud type of system that fallsinto thiscategory of content Itering isthe collabo-
rative Itering system, one commercia implementation being Brightmail [9]. In thesesys-
tems, messgesare comparedagainstaknown daabaseof spammessges,and thedatabase
ismaintained by a large group of people (comparny employees,n the caseof Brightmail).
Thesesystems tend to be more accurate today, as there are maure algorithms for n ding
smilaritiesbetween two texts, but the algorithms for identifying “spam-Ilike’ content are
much lessdeveloped. However, collaborative ltering systems are theoretically vulnerable
to thesane sortsof attacksasany other content  Itering system: asuY ciently advanced sdt
could produce content that defeasthe Itering algorithm.

Content Itersoperate under the assimption that spam has a certain type of semartic
content, such asmarketingaproduct. Thisisa awedden ition for two reasons: r st,spam
issent for mary diVerent purposesand seond, spam can be made sanmartically identical
to alegtimate messge. Becauseof thesedwo awedinherent assumptionsof content  lters,
they areinsuY cient for preventing the delivery of spam.

It isacommon mistake to believethat all spamissent for marketing or money-making
sthemes. Fundamentally, spamming is nothing more than the ability to send out a large
number of messgesto awideaudience,and thereare many usedor that ability. Virusesand
worms, for instance, send out spam messgesin order to infed the recpients computers
and carry out distributed network attacks; mostspam Itersletthesevirus-laden messges
passbecusethey appea to be unreatedto marketing. Filterscannot predct future usesof
the ability to send large volumesof messges;the bestthey cando isreact to existing spam.

The other fundamental problem isthat semantically meanngful messge content can
be duplicatedidentically by a computer, and conseqiently it is possble for anindependent
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fig ur e 32 A sanple spam e-mal generated by the Bagle virus (with dight modi ca-
tions),and then asanplelegtimate messge, both of which have semartically smilar con-
tent.

From: administration@tarvard.edu
Qbjed: Warning about your e-mal account.

Dea use of Harvard.edu:

Some of our clients have complained about the spam (negtive e-madl con-
tent) outgoing from your e-mal account. You have probably been infeded by
aproxy-relay trojan sever. In order to keg your computer sde, follow thein-
structions.

For moreinformation segheattached le.

From: compusec@fharvard.edu
Qbjed: Network Task Disabled: Computer Virus

The FAS Computer Secuiity Group has recived areport that your computer
may beinfeadedwith avirusand isatemptingto infed other machines.

A sngle infeded computer can quickly infead mary additional computers on
the FAS Network. To ensure network secuity and integity, we mustimmed-
ately disale network connedionsof infeded computers.

Your network connedion isnow scheduledto beterminated.

computer to generate a messge that a human might have sent. Figure 32 providesan ex-
ample of an actual spam messge active around February of 2004 and an actual network
deactivaion notice;the two messgescontain smilar content and tone. The fact that, over
atweve hour sanpling period, a smilar virusinfeded 80,000 computers, indicating that
80,000 people believed the messge and opened the attached le, shows the diY culty of
distinguishing between legtimate messgesand spam, even by humans[13).2

A potential counterargument isthat anindependent computer isnot alwaysableto forge

2]t isnoteworthy that thevirusdisausse& herewasnot successtil becauseof asoftware aw (e.g., themail
cliert automatically executing the virus). The viruswas transmitted in acompressel |e, which the victim
actually had to decompressprior to executing, and later versionsof thevirusin fact encrypted the leaswell,
requiring therecipient to enter apassvord provided in the messae!
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fig ur e33 ummary of theanalysisof thecontent lteringast .

Asaumeddeni tion of spam A messgeisspamif and only if it hasacertain
semartic content, that content de n edby the content Iter.

Potential errors If agpammessgeiswritten to sound much likealegtimate
messge,then the Iter will fail to mark it asspam.

Quccessul areas Spam messgesthat are blatartly “spam-like’ in content,
such asmarketing advertisements, could be easly deteded.

Potential attacks An adversa'y with asuY ciently advanced spamgeneration
ai could creae messgessmilar in toneand samanticsto legtimate messages,
thusdefeaing the system.

amessge from some given sender. The sender may include a cryptographic signature or
personally identifying information in a messge, for instance, and the independent com-
puter would not havethe neaessay reources(the privae key or the personal information)
toincludethose However, if asystem requiressuch information in messgesto thwart spam,
then that system requiressender intervention, so it doesnot fall under thiscategry of ast .
Content Iterson their own, then, can never be fully eVedive becausethey rely on the dif-
ferentiation of content between spam and non-spam e-mal, and spamneednot be diVer-

entiablefrom legtimate e-madl in termsof content.
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Chapter 4

Systemswith Sender Intervention:
Proof of Intent Systems

In order to understand how sender intervention can help prevent spam, we can con-
sder the non-digital analogue of e-madl: postal mail. For some reason, we do not experi-
enceanoverwheming spamproblem with our physical mailboxes What arethediVerences
between postal mail and eledronicmail that allow spamto ourish in onebut not theother?

The r stdiVerenceisobvious:cost,or sending eVort. Thereisthe monetary costof the
postage,the costof thepaper and envelopes,and theeVort of ddiveringtheletter to the post
oY ce. In contrast, there is no monetary costto sending e-mal; the computing reurces
required are next to nothing, and the entire processcan be sciipted so the costof human
eVort isindependent of the volume of mail being sent. If we implementeda costto sending
e-mal, with any form of cost(monetary, computing eVort, humane\ort, etc.), we might be
ableto prevent spam, at leastin its bulk-mail form.

The seond diVerenceismore subtle. When two people corregpond by postal mail, they
have the paper quality, the handwriting, the textual style,and other elementsto ensurethe
recpient of thesender'sidentity. In the caseof bulk mail, thesender generally hasto actually
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bring the letters to the post oY ce (presorted, to avoid high cost!) and pay the postage by
ched or credt card, so thesender'sidentity isveri edto some extent by the postal worker.
In contrast, the digital nature of e-madl makesit possble to duplicate a messge millions
of times;sender identitiescan be indistinguishably forged by nothing more thantypingin
afake name. Theseexanplesall indicate that identity veri cation diVerentiatespostal and
eledronic mail.

We can analytically prove that requiring the sender to pay some costand verifying the
identity of the sender are the only two waysin which sender intervention can help in con-
trolling spam. In Sedion 4.1we show that proof of intent and identity veri cation arethe
only two formsof inter vention that allow therecpient to distinguish thesender of amessge
from other entities,and we show that thisdistinction isaneessay condition of asuccessiil
sender-intervention ast . In Sedion 4.2we show that aproof of intent isequivaent to acost,

S0 asystem that usegroof of intent isequivalent to a cost-basedsystem.

4.1 Proof of Intent and Identity Veri cation

The following proof will demonstrate that identity veri cation and proof of intent are
the only forms of sender intervention that might be usdul in identifying or preventing

spam. Theproof isconductedrather indiredly, and canbe outlinedin the following way:

1 If asystem isto prevent spam,then messgerecpientsusing that system mustbe able

to make vauableinferencesabout that sender.

2. If arecpient can make vduable inferencesabout the sender, then that recpient must
be ableto distinguish the sender of amessgefrom other entities.
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3 If arecpient can distinguish the sender of a messge from other entities,then that
recpient mustboth (1) identify a distinctive quality of some entity (one that other
entitiesdo not have) and (2) have some knowledge that the sender of the messge

possessdsat distinctive quality.

4. One way the recpient could have such knowledge is by possessg some prior rule

speciyingthat the sender possessemmedistinctive quality.

5. Otherwise,therecpient has no prior knowledge of the sender, and the only distinc-

tivequality of thesender isthat sender'sintent to send the messge.

6. Therefore,if asender-intervention ast isto prevent spam,then it musteither provide

therecpient with arule (identity veri cation) or verify thesender'ssending intent.

The proof isconductedin reverseorder, so we begn by showing that, without prior knowl-
edge, arecpient can only determine the sender of a messge by identifying the sender's
intent to send the messge. Lets t, and r be entitiessuch that exactly one of sand t wishes
to send amessgemto r. Thegoal of r isto determinewhich of them wishesto send m.
The work of David Hume shows that an obsever can only deted qualities of entities,
S0, to an obse ver, an entity is represented entirdy asa sé of qualities[29. Then r canuse
nothing morethanobsevedqudlitiesof sand t to determinethe sender of the messge.

Identity veri cation canbeunderstood in thefollowing way:

A ruleis aprovable assetion that the sender of a messge has some quality.
Given amessge m, therule asseting that the sender of m has quality g isde-
notedas m,q . ldentity veri cation isden edastheuseof aruleto determine

thesender of amessage.
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Sy that r possessdaberule m,q . Then r somehow detedswhether qispreset in sand t.
If q 2 sbut g 2 t, then smustbethe sender. If both of them have qudlity g, then theruleis
not usdul in determiningwhich isthesender. Asanexanple,consider the useof signatures
on amessge (either cryptographic or handwritten). Therecpient usedherule,“thesender
of the messge has the quality of possedsag that signature; thusalowing the recpient to
determine the identity of the sender. Note the looseusage of the term prior: r may acquire
theruleonly after the messge hasbeen sent.

It should beintuitively clea that any usdul information availableto r about the sender
of amessge canbereformulatedinto arule. A proof of thisisomitted.

Now consider the casein which r doesnot havearny ruleand thuslacks prior knowledge
about therecpients. We prove that the only quality usdul in determining the sender of the
messge is the sender's intent to have that messge delivered. Note that, in this proof, it is
irrdlevart whether or not the message is spam; the quesion is how r can determine the

sender of that messge, whatever its content may be.

th eorem1 Ifr hasno prior knowledge of theactual sender, then theonly quality that allows

r to determinewhether sor t isthesender isthe quality of intent to send m.

Proof. Theintent to send misaquality of anentity; we namethat quality i,,.! Thequalities
of sarethesetQs, and thoseof t are Q;. Neither Qs nor Q; containsiy,.
Assime two possble worlds W and W4, in which sand t are the potential senders, re-

spedively. In W, sender shasintent to send themessge and t doesnot, and the opposteis

1|t is possble that the quality of serding intert would induce other qualities (nervousness,pride, efc.).
However, assssng thosequalitieswould be indirectly assesng serding intert, so such qualitiesare essen-
tially equivalert to serdingintert.
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truefor W;. In other words, for each of theworlds,the qualitiesof sand t are asfollows:

Ws =) s= Q[ imt=Q

Wy =) s=Q,  t=Q[im
Determining whether sor t isthe sender isequivaent to determining which of W and W,
isthe case But basedon the above relaions, the only diVerence between the two worldsis
which entity possessés,. Sncer hasno prior knowledge of the sender, the aboveis all of
theinformation avalableto r. Therefore,other thani,, r hasno way to distinguish between
W and Wy, so theonly distinction between sand t that isusdul to r in determining which

of them wishesto send the messgeisin. [ |

We can now show that identity veri cation and proof of intent form the only poss-
bletypesof ast with sender intervention. We assime a “challenge-regponsé protocol: the
recpient may issie challengesto the sender, and the sender can helpfully intervene by re-
sponding to thosechallenges.A challenge-regponseprotocol can be formalized asfollows:
r ssndsachallenge cto s and then sprovidesaregonsef(c, 9. It should be clea that any
intervention that the sender can provide can be generaized into this challenge-regpponse

protocol.

th eor em 2. Theonly two typesof challengesthat would be uséul in preventing spam area

proof of intent challengeand an identity veri cation challenge.

Proof. Without lossof generality, say that sisthe actual sender of the message.
Imaginethat r sendschallengecto both sand t and recivesreponsed (¢, s) and f(c, t).
Thoseregponsesarefunctionsof qualitiesof sand t, and r canusethoseregponsego deduce

some of thosequalities.



Now sg that r usesaruleto determinewhich of sand t isthesender, and that rule states
that thesender hasquality g. Then r mustbeableto deducefrom theregponseghefollowing

two relations:

f(cd =) g2s f(ct) =) q2t

Theregponsethereforeisa proof of identity basedon the already known rule,and the sys-
tem performsidentity veri cation.

The other caseisthat r doesnot usearule and thushasno prior knowledge. Then, by
our above theorem, it isnecessay for r to identify i, in the sender, so the challenge must

allowr to deducethefollowing:

f(c9 =) im2s f(ct) =) in2t

The reponsetherefore is a proof of intent. Therefore, the only challengesthat allow r to
distinguish the sender of amessge from other entitiesare challengesthat demand a proof
of identity and challengesthat demand a proof of intent.

If the regponseto a challenge doesnot distinguish the sender from other entities,then
that regponsecannot be usedto make any vdid inferencesabout the sender, since ary in-
ferencesdrawn from that repponsewould be the sane for all entitieson the system. De-
termining whether asender of amessgeissending spamisaninferencethat anast must
draw from the regponseto the challenge. Therefore, the only challenge-regponsesystems
that could make ausdul ast are systemsthat verify the identity of the sender and systems

that verify the sender'sintention of sendingthe messge. [ ]
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4.2 Proof of Intent Systems

Systems basedon proof of intent, labeled “cost systems’ from here on, are a lesse
known techniquein thespamwars,but newideasin thissub eld arepropdlingit into main-
streamrese&ach. In particular, the employment of non-monetary costssuch as computing
resource costshave made this option much more atractive. We can divide typesof “costs
incurredinto thosethat are permanent, such as monetary costs(since you never get your
money back), and thosethat aretransent, such asreourcetime costs.

We now formalize the concepts of “intent” and “proof of intent” Let sbe a sender—
either aspammer or asender of legtimate mail—who wishesto send amessgeto recpient
r. Then sging that shasintent to deliver m mearsthat swould be happier if r wereto real
themessge. Sncethemetric of happinessn emnomicsisutility, intent isthepostiveutility
u that swould gain fromr readingthemessage. If sisto provideaproof of intent, then smust
make ademonstration that u > 0.

Thefundamental problem isthat r isunaware of u. Thiscredesan“asymmetric’ stua-
tion whereone party islackingin full information. AsLoder & al. obseve,thismearsthat
the spam problem canbe explainedin termsof information economics[27.

Information economicsisthe €ld of reseach in market systems in which there exist
information asymmetries,stuations in which some partiesmay be better informed than
others. Thiswork was pioneaed by George Akerlof's seminal 190 paper “The Market for
‘Lemons: Quality Uncertainty and theMarketMedanism” [ 2]. Thekey problemisthat one
party knowsof theutility of anitem, whileanother party doesnot know that utility; Akerlof
showsthat, other factorsnot preset, low-utility products will dominate the market. In the
context of e-mal, the sender knowsthe utility of the messae, but therecpient doesnot, so
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low-utility spamwill predominate on the e-mal system.

Fundamentally, the solution to this problem involvess somehow indiredly proving the
existenceof utor, who cannot obseveu diredly. Disregarding identity, which wediscussn
Chapter 5, the only quality that distinguishessfrom other entitieson the system isu. So the
only proof that scanoVer of u > 0isthe performance of some action that hascostc  u.
Thusaproof of intent must be the payment of that costc or some sort of insurance that ¢
will bepaid upon demand. Notethat we do not specfy that c> 0, but it seensintuitivethat
anaction with no costwould not produce ausedul proof, and wewill show thisto betrue.

There are two categoriesof solutions to this problem, called signaling and screening.
Consider atransaction between asender ssendingamessgemto arecpientr. In screening,
r would give satest;if spasseghetest,then r hassomecon dencethat misvauable. This
isessatially asystem in which r determinesthe costthat sisto pay; the costisthetest,and
payment of the costispassng thetest.In contrast, sgnaling involvesstaking the initiative
to prove the utility of m. In this sort of system, then, the sender oVersto pay c. Michadl
Fenceand Joseh Siglitzidenti edthe concepts of signaling and screening; for their work
they sharedthe 200LNobd Prizein Economics|[28].

Although the word “cost’ carriesthe connotation of a monetary cost, cost can actu-
aly take on marny forms. There have been several proposds of usng computation time
asacostfunction in ast's[7, 1], with more reent reseach focusng on usng memory-
bound functions so that computerswith gredly varying cpu powers can perform reason-
ably smilar challenges[1, 1J. Theideabehind thosesystemsisthat only senderswho have
astrongintent to havetheir messgesreal will bewillingto perform thediY cult computa-
tions, thus proving their intent of sending the messge. Also considered a costfunction is
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achallenge-reponsesystem like capt cha, which presats an automated Turing testchal-
lenge that should only be solvable by humars[43. In this case,only senders who have a
strong intent should bewilling to spend their own time doing thetest.

The r stqueston to answer iswhether the costshould be permanent or trangent. A per-
manent costisonein which, after payment of the cost,the sender has given up something
permanently, such asmoney. A transent costisone in which the sender, after payment of
the cost, isin the sane state as prior to payment. Conseaiently, the only change between
the pre-payment and post-payment statesof the sender istime, so atransient costisapay-
ment of time. In the next sec¢ion we will discusghe problemswith permarent costs,and
theredter thefocuswill be on transent costsystems.

The seond queston to answer is what the the appropriate costto demand. First, the
recpient or some external body could dictate the cost, so costis determined prior to the
transaction and we have a screening system. Semnd, the sender can negptiate the cost, so
costisdetermined during the transaction and we have a signaling system. We will discuss

r stpredetermined costsystemsand then transaction-determined costsystems.

4.3 Problemswith Permanent Cogs

Imposing a permanent cost on sending e-mal would be the cost-basedsystem most
smilar to the postal modd, assending aletter recquiresamonetary payment. However, per-
manent costsare an unsaisfactory solution, not becausethey would be ineVedive in pre-
venting spam, but becausethey con i ct with the nature of e-mall itsdf and they presat
severediY cultiesof implementation and maintenance.

It isworth noting that any form of permanent costis essatially equivaent to amone-
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tary cost.If sender smakessome sort of permanent payment to recpient r, beit in hard disk
storage space, digital currency, or pack llamas,scould smply send r the monetary vaue of
that item. In the caseof digital currency, thismay not beimmedately obvious,asthe cur-
rency arbiter may not alow the dired purchaseof points, but one could imagine adigital
currency market developing on the side; if there is money and a demand for virtual cur-
rency, then peoplewill n d away to exchange.? At any rate, permanent costsystems canbe
reducedto monetary costsystems, so we will restict the following discusson to monetary
costsystems.

The r stdiY culty of implementing a monetary costto e-madl isthat it introducesthe
possbility of theft. Snce sending e-madl isa common occurrence, the system must make
it easy for fundsto betransferred,and that introducesthe possbility of fundsbeing trans-
ferredinto the wrong hands. One might argue that eedronic fund transfers alrealy exist
on the Internet, but the prevaence of Internetfraud showsthat theft arealy existsaswell:
the Federal Trade Commisson recently reportedthat in the 2008there were 16661 7reports
of Internet-relatedfraud, costing $199365357[15. Forcing e-mal usesto put their money
into thisrisky arenaseensto be anunreasonable demand.

Sond, akey advartage of e-madl isthefact that it isfree Day-to-day useof e-madl re-

edsthis.Peoplewriting largereseech papersoften e-madl thedocumentsto themsdvesas
aform of network backup. Tesing anew e-mal account often involvessending atestmes-
sage;troubleshooting abroken account often involvessending many. Someforgetful people

(author included) often send messgesto themsdvesasreminders. Sudentsdoing reseech

2As anunrelated example, consider the United Sates purchaseof pollution credits in order to comply
with the Kyoto Protocol on air pollutant emissons.
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cansend mary e-malsto profes®rsand other knowledgeale sourceswhileliving on astu-
dent's budget. Imposng a monetary costfor sending messgescould invariably eiminate
theseand other equally reasonable and common usesof e-mail.

Third, even if amonetary costwereimposedon e-mal, the Internet community would

n d away around it. Imagine that amonetary cost system were successiilly implemented.
Certainly organizationswould relaxthe coston intra-organizaional e-mal; messgessent
within a university, oY ce, or isp would be ddivered for free Then, organizations would
strike agreements between each other: Harvard, Berkeley, Sanford, and mit might agreeto
deliver mail to each other without charge,and theseagreements might then grow to encom-
passmore and more of the Internet. Corregpondents a locationswithout such agreements
might turn to alternate messging systemssuch asinstant messgingor InternetRelay Chat.
Without imposng some sort of monetary coston all Internettray c, it seensunlikely that
amonetary coston juste-mall would ever take hold.

Fourth, amonetary costwould require astronger senseof identity on the Internet. The
nature of e-madl addressessthat they are not strongly tiedto individua entities(humars
or computers). Snceonly actual entitiescan pay permanent costs therewould needto bea
stronger tie between entitiesand e-mal addressed-dowever, thelooseasciaion between
e-madl addressesnd entitiesis vauable;the way we usee-mal today re edsthisvaue. E-
mail accounts are generaly asociaedwith both anindividud and aninstitution (e.g., the
author'saddresscduan @eecs harvard.edu isasciaedwith both theauthor and theeecsdi-
vison of Harvard University), and sinceindividualsmay moveamongdiVerent institutions,
e-mal addressesan frequently change and be revoked. Creding a stronger bond between
entitiesand addressesvould potentially require complex tracking and revocation schemes.
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In summary, amonetary costfor e-mal would bediY cult to implement and might end
up ineVedive anyway, and even if it were implemented, it would take away inherent key
advartagesof e-madl. Solving the spam problem by imposng a monetary coston e-mall
would thus solve one mgor disalvarntage by removing one mgor advartage,and it seens

diY cult to justify such asystem in light of that.

4.4 Cog Determined by the Recpient

Mostproof of intent systemsinvolve awell-known x edcost,usng sometednology to
implement that cost. The costmay be afunction of two vaues:ithe number of messgesthat
the sender wishesto deliver and the network identity of the sender. In the general case,we
canassimethat the sender will have to pay the maximum costof all network addressesso
the costbeammesjustafunction of the number of recpients.

Thislastpoint may seen contentious.A common suggeston isto usewhitdiststo per-
mit messgesfrom certain known senders and require all others to pay a cost, so in the
general caseno costispaid by the sender. Thisisausédul but incomplete solution. Network
identitiesare volatile,and people change e-mal addressesso the whitdist would needto
be updaed constartly. Unlessa strong identity veri cation system isimplemented (which
we discussn Chapter 5), addressesan be forged and thusthe whitelist might erroneoudy
accept messges.Fnally, if whitdistsbeamme a general practice, lavsuits might ensue over,
sa/, whether refusd to add someoneto thelistisdiscimination. It seens sdestto assime
that senderswill generally needto pay the maximum cost.

Snce the costis smply a function of the number of recpients, we can investgate the
boundariesof that function.
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th eor em 3. Given a number of messages n to be sant, let f(n) be the predetermined cost
for sending thosemessagesto a given computer. Then f(n) mud be,in general, monotonically

increasng;that is,ifng Ny and ng isareasaable number of messages,then f (ng) < f(ny).

Proof. Assumethat f(n) isnot generally monotonically increasing. Then thereexisttwo val-
uesng and n; whereng isreasonably small, np  n;andf(ng)  f(ny). Thenif any sender
wishedto send ng messgesat a costof f(ng), then that sender could justas easily send n;
messgesfor thesanecost,son; Ny messgeswould essatially beddiveredby the system
for free Snce ng is a reasonable number of messges,this could become a common oc-
currence,and then the system would fail snce many messgeswould be deliveredproperly

without any proof of intent. [ ]

Oneinteresing corollary to thistheorem isthat, for all n > 0,f(n) > 0O;that is,the cost
must be postive. Thistheorem providesalower bound for the costfunction; thereisaso

anupper bound.

th eor em4. Given a number of messagesn to be sent, let f(n) bethe predetermined cog for
sanding thosemessages to a given computer. Then f(n) mug be at mog linearly proportional

ton; in other words,given integersx and n:

f(xn) xf(n)

Proof. Say asender wishesto send xn messges.The sender canthen send groupsof n mes-
sajesin searatetransactions,making x transactionseach with costf (n), so thetotal costis
xf (n). Alternately, the sender can make onetransaction sending all themessages,with total
costf (xn). Naturally, the sender will takethelesscosty of thetwo options,so it isridiculous
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for a system to imposea costf (n) greder than nf (1) since the ultimate costto the sender

will beat mostnf(1). ]

Theobsevaion that the costfunction mustbe monotonically increasing indicatesthat
proof of intent systemsessatially aretryingto block large volumesof mail from being sent.
In other words, spamisimplicitly den ed asany mail that isto be sent to alarge number
of recpients. But, asdiscussedt the begnning of thispaper, therearelegtimatereasonsto
send bulk mail, so proof of intent systems inherently prevent such usesof e-mal. We now
show that, if reasonable bulk mail such as mailing list messgescan be set, then asmple
distributedattack issuY cient to allow anadversay to send spamthrough theast .

We make the following numerical assimptions. A mailing listmay consist of up to n,
members, so it should be possble for anindividud to send n,,, messgesthrough the ast
without diY culty. Seaond, the goal of the adversa'y isto send ng messges.Finally, aspam-
mer cangetaccesso n, computers.

Thesevduesare setasfollows:

Nym = 1,000 ns = 10000,000 n. = 10000

Theseare generousassaimptions. Mailing listsoften have many morethan 1,000 recpients;
the Linux kernel mailinglist, for exanple,has 361 Tecpients[3]. The probability of spam
beingeVediveiswdl morethanonein 1Q000,000; interviewswith actual spammersreport
eVedivenesgatesbetweean 0.013% and 1%, and aspammer canbepro tablewith aregponse
rate of onein 109000 [23 33. And it isno diY cult task for an adversay to control thou-
sardsof computers:computer virusescan compromise80,000 computersin aday, and two
yeasafter theinitial attack by the Code Redvirus,20,000 hostsstill remainedavailable[37.
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th eor em 5. Given thoseassumptions,the gpammer can usea digributed attack to meet the

messaye goal of sending ns messages.
Proof. Again, letthe costof sending n messgesbef (n). Then, by our theorem:
n
fng  —f(nm)
Nm

Sncetheadversay hasaccesgo n. computers,the computational eVort per computer is:

f(ny) Ng
N f(nm)ncnm

f(Nm)

Thelastpart istruebecausens  n.ny, by our numerical assimptions. Therefore, the ad-

versay'stask iscomputationally feasble. [ |

While the previous exanple refers to a proof of intent by computing resources,proof
of intent by human resurces,such as an automated Turing test,is no lesssusaptible to
a“distributed attack” Figure 4.1demonstratesone theoretical method by which an adver-
say could distributeahuman-resource challenge such asanautomated Turing testto marny
unsugpeding humans.Smply put, theadversay setsup asevicethat humansmay n din-
teresing or usdul; the sevice requiresthat the humananswer some sort of challenge r st.
The adversay then delegateschallengesrecived from the e-mal system to thosehumanrs
interesedin the sevice. Rosanthal et al. remark that spammers may even be usng this a-
tack alrealy [ 37. Conseaiently, even in the caseof humanresurce costs,anadversay can
employ adistributedattack to distribute more messgesthanthe average sender could.

In summary, ast 's basedon predetermined costsare reducible to systemsthat are in-
tended to block large volumesof e-mal, which can causeproblems becusethere are le-
gitimate reasons to send large volumesof e-mail, such as mailing lists.Additionally, such
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fig ur e4.1 A method by which anadversay candistribute ahuman-resource costsuch
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fig ure 4.2 Summay of the analysis of the cost-basedast with the cost chosen by the
recpient.

Asaimed deni tion of spam Any messgethat isto be deliveredto asuyY -
ciently large number of recpientsisconsderedspam.

Potential errors  Legtimate usesof bulk mail, such asmailing lists,might be
consdered spam. A spammer with suY cient reurcescould send spam ac-
ceptedby the system aslegtimate.

Quccesdul areas Personal messgesdeivered to a smal number of recpi-
ents would be easlly sent. Additionally, becausein general spammersrely on
the ability to send large volumesof messges,this system would at least make
the spammers jobsmorediY cult.

Potential attacks An adversa'y who isableto compromiseareasonably large
number of computerscould useadistributedattack to send spam.

systems are vulnerable to smple distributed attacks. Asaresilt, anast basedon aprede-
termined costwill either block legtimate bulk mail or it will allow spam to be sent via a

distributed attack.

4.5 Cod Determinedby the Sender

Systemsin which thecostispredeterminedare essatially systemsin which therecpient
dictatesthe costof sendingthe e-mail. Thealternative,then, isto havethe sender determine
the costor at leasttake part in determining the cost. Thisisthe type of system that Loder
et al. proposein ther Attention Bond Medanism [27).

A nicefedureof thissort of system isitsimplicit de n ition of spam:alegtimatemessge
isany messge on which thesender iswilling to stake ahigh cost,and spamisarny messge
for which the sender is unwilling to do so. As aresllt, the system's de n ition of spam s
equivdent to the sender'sideaof spam,and it isreasonably sdeto assimethat the sender's
ideaof spamissimilar to therecpient's. So if thereisaviable solution in thiscategory, then
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its chance of successn solving the spam problem would be high.

The smplestform of a sender-based cost system would be one in which the sender
pays up front whatever cost seens appropriate, and the recpient deens messgeswhere
the sender has paid asuY ciently high costto be legtimate. Naturally, this system fallsinto
the samre problems as predetermined cost systems: either legtimate bulk messgescannot
be sent or adistributedattack will allow spamto be delivered.

Instead, Loder et al. proposea system in which the sender doesnot immedatey pay
the cost but rather setsup a warranty on the messge. The hope of that system is that if
arecpient deems a messge legtimate, then the warranty will be forgiven; otherwisethe
recpient will colled on the warranty. Conseaiently, legtimate mail senderswill bewilling
to put up high warrartiesso their messgeswill be easily identi a ble from spam without
fea of havingto pay thosewarrarties.

Unfortunately, warrantiesmay be diY cult, if not impossble, to implement with tran-
sent costs.If thereisno third-party broker, then it isclealy impossble to implement such
asystem, sincethesender could smply send spamwith ahigh warranty, default on thewar-
ranty, and disgopea. One could solve thiswith areputation scheme,in which asender who
defaults on a warrarty is given a bad rating. But if we can implement a successill rating
sthemefor e-mal senders,then thereisno reason to usethe costsystem in the r stplace!
Furthermore, areputation stheme would require strongly veri a ble identitiesfor every e-
mail use; aswewill show in Sedion 5.1, such asystem isnot feasible.

Instead, we can usea broker who holdsthe costput up under warrarnty until the recp-
ient decdesto colled on the warrarty or forgive it. But how isit possble for a broker to
temporarily hold onto atransient cost?Snce atransent costisapayment of time,and time
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fig ure 4.3 Summay of the analyss of the cost-basedast with the cost chosen by the
sender.

Asaumeddeni tion of spam If the sender of a messge isunwilling to pro-
vide suY cient proof of intent, such as a sending costor awarrarty, then that
messgeisconsderedspam.

Potential errors Unknown, but potentially the sane as a recpient-chosen
costsystem.

Success$ul areas Unknown, but potentially the sare as a recpient-chosen
costsystem. However, aproperly implementedwarranty-basedsystem may be
successtll in allowing legtimate bulk mail to be sent (for exanmple, if proper
etiquette develops so mailing listrecpients do not colled on thewarrarty).

Potential attacks Liketherecpient-chosen costsystem, anadversay may be
ableto employ adistributedattack in order to send alarge volume of mail.

Note The only apparent solution in this categry, that proposedby Loder

et al., appeasto not be implementable without permanent costs.It isthusdif-
cult to identify analytical qualitiesof this sort of system, since a successtl

system in thiscategory would be the product of aninnovative dismvery.

always movesforward, it seensdiY cult to develop a scheme in which atransient costcan
be held by abroker and later forgiven or charged.

Theonly other option, then, isto useapermanent costrather thanatransient cost. But
for the reasons outlined previoudy, anast basedon permanent costsis an unsdisfactory
solution. So it seensthat awarranty-basedsystem will not suY ce.

One suggeston by Suart Shieber isto usea “computationa stamp’ [39. The sender
performssomediY cult computation for a“stamp broker,” and in retum the broker givesthe
sender astanmp. The sender then attachesthe stamp to the messge and sendsthem to the
recpient. If the recpient believesthat the messgeis spam, then the broker isnoti edand
the stamp is consumed; otherwisethe recpient doesnothing and the sender can reusethe
stamp. One problem with this solution isthat the stampsbegn looking much like adigital
currency, and so they begn to have some of the problems of permanent cost systems. For
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exanmple,one might compromisecomputers,sted stampsfrom them, and usethosestamps
to send spam.

Thisisnot to say that thereisno viable solution in thiscategory of ast 's. Thereseach of
Loder & al. represats, to the bestof the author'sknowledge, the only formal reagnition of
the applicability of information ecmnomics to solving the spam problem, and the vauable
leson welean from it isthat proof of intent systemsin which the sender chooseghe proof
may work better becausesendersare able to adjustthe proof to the strength of ther intent.
Thereisno reason that a pre-paid costor awarrany are the only possble ways of imple-
menting signaling. Reseach on the part of computer sciencein thissub eld of emnomics

could proveworthwhilein the eVort againstspam.
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Chapter 5

Systemswith Sender Intervention:
|dentity Veri cation Systems

The classof ast 'sbasedon identity veri cation approachesthe problem of spamrather
indirealy, for knowing the sender of a messge doesnot indicate whether the messgeis
spam. Therecpient veri esthe sender'sidentity so that, if the messgeisspam,retributive
actionscanbetaken againstthat sender.

Theniceproperty of identity veri cation systemsisthat they employ areliableden ition
of spam: a legtimate messge is one that the sender iswilling to sign; a spam messgeis
one for which the sender is unwilling to make that guarantee One hurdle to making an
authentication system eVedive, then, isthat all legtimate messgesbe signed, so that the
system hasthisproperty that any unsgnedmessgeisspam.

Redll from Sedion 4.1that identity veri cation isthe recpient's useof arule, an as-
setion of some quality of the sender, to determine the sender of amessage. There are two
possbletypesof rules:dired rulesand indired rules.A direct ruleisonein which therule
gpeci esthat the sender hassome quality that therecpient canimmedately obseveduring
thetransaction. Otherwise therule mustspecfy aquality of the sender that isnot obsev-
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fig ur e 51 Authentication via anindired rule. The messge mis sent along with arule
m, q . Therecpient then queriesthe databaseD, seaching for g, and the databaseshows
tor that sprovably possessesg

Databasesaysthat

Sendsm spossessas
and m,q
r q! s| D
Queriesdatabase :
for entity with q

ableduring thetransaction, so the recpient mustusesome external “databaseof qualities
to determinethe sender'sidentity, through the medanism speci edin Figure5.1 Sncethe
recpient canonly verify thesender'sidentity through thisexternal database thissort of rule
isanindirect rule. Notethat theterm databaseisusedoosdy, referringto any sort of lookup
system that allows someoneto identify anentity given aquality.

A public key system isessatially anindired rule system: therecpient mustuseadata-
baseof public keys to identify the sender. Thesesystems are called authentication systems
in this paper, and they are discussedn Sedion 5.1 Systemsthat employ dired rulesallow
the recpient to immedately determine the sender, so thosesystems are called immediate

respongbility systems. They are consideredin Sedion 5.3

5.1 Sender Veri cation by Authentication

Membersof thecryptography community have often cried,“publickey messgeauthen-
tication can solve spam problems!” Canthey redly provide the solution?In thissedion we
will seethat public key cryptography, and in general any system of authentication, cannot
savetheneeds of usesof e-madl, much lesssevetheir needsfor spamreduction.

Theessatial concept in the proof of thisinherent inadequacy of authentication systems
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isthat the use baseis constantly in  ux. Quditiesare not intrinsically linkedto identities;
they arecreaed,revoked,and transferredconstartly, and any identity system that wishesto
allowfor this exibility cannot providethe neessay guararteesof identity veri cation.

Thefollowing discusson will employ terminology from public-key authentication sys-
tems, although the sape of the proof isany system of authentication with indired rules.In
apublic key system, the sender's private key isusedto encrypt the messge, so therecpient
candecrypt themessgewith the appropriate public key. Sncetherecpient now knowsthat
thesender mustpossesthat key pair, apublic databaseof keys should now reved the entity
owning it. In the terminology of Figure 5.1, the sender's encrypting the messge provides
therule m,q ; ownership of the public key isthe quality g, and the key databaseisD. The
term key will thusrefer to the quality of the sender speci edby therule.

It should be noted that there alrealy exist systems like pgp and x.509 certi catesthat
suVer from—and successillly ded with—the problems of a changing use base[2], 49.
However, thesesystems have arelaively small population of use's: useof pgp is generaly
limitedto academiciansand secetgovernment agents;useof certi catesisgenerally limited
to online merchants and organizaions. Neither has a substartially large number of uses.
The proof to be preseted will rely on the fact that there are marny people usng e-mal—

and it isareasonable assimption, becausethere are mary peopleusng e-madl.

5.1.1 AssumptionsAbout our Authentication Infragructure

What is the nature of the world in which we are trying to estblish an authentication
infrastructure?n thissec¢ion we will discusghe assimptionsthat will be employedin our
analysis,and wewill consider apossble attack that would render the system ineVedive.
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We begn with atrivial but important proof, that qualitiescan inherently be forged by
otherswith suY cient information.
th eorem6. Let sand beentitiesand C bea computer. For any quality q, if scan proveto

Cthat g2 s,and hasauY cient information about s,then can provetoCthat q 2

Proof. By our challenge-regponseprotocol, C sendsachallengecto sand sretumsf(c, s) to
C (wheref(c, 9 provesthat g 2 9). If hassuY cient information about s, then for all c,

canconstruct f(c, ), and so C would deducefrom theregponsesof thatq2 . [ |

A corollary to thistheorem isthat keys, being nothing more than quaitiesof entities,
mustbekept secet, or dseanadversay will be ableto forgeidentities.

Thisproof may seen a r stglanceto contradict Theorem 1 Therewe arguedthat only
scanhavethe qudity of intendingto send amessge,and herewestatethat  could imitate
that quality and thusappea to haveit. But although could appear to haveintent, might
or might not actually havethat intent. True, could pay the sending costfor amessge sent
bys but would onlydo soif thereweresomevaueto in havingthat messgedelivered—
in which case actually hasintent to send that messge.

Thefollowing are assimptionsabout e-madl uses:

al Given two arbitrary peopleaand b, it isunreasonableto assimethat a hasany prior
knowledge of any vdidating aspeds of b (e.g., facid appeaance, physical fedures).
Notethat thisassumption isonly trueif the number of entitiesislarge;if therearefew

enough people on the system, then it islikely that many of them know each other.

a2. E-mal usesaregeneraly not technically savvy, and thereisno reason to believe that
thiswill change. Even if the computer savvy of the general publicrisesso that keysare
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generaly not stolen, people are still forgetful; they might accidentally deletetheir key

or forgetto keep their addressor phone number up-to-date.

a3 People also are generally immobile;they like to stay in onelocation, and it isunrea-

sonablefor acryptosystem to force peopleto travel to desgnatedplaces.

a4. It isoften neassay to revoke akey, possbly even without the current holder's con-
sant. For exanple,if person aworksfor acomparny and haskey addressk,, it mustbe

possbleto quickly disociaeafromk, if ais r ed.

This last assimption requiresa bit of consderation. One might suggest,for exanyple,
that we adopt a single, complete, universd namegpace of keys, such that every person re-
ceivesa single, immutable key. Some even go further, suggesing that there alrealy exist
universd namegaces,in the form of Socid Secuiity numbers and other such identi ers.
However, recll from our above theorem that anauthentication system relieson the sececy
of qualitiesof individuas. The prevdence of identity fraud and computer securty compro-
misesshowsthat such globa identi erscannot bekept secet[13 1537.

Possbly, then, revocations of keys could be permitted, but only with the consent of the
keyholder. For exanmple, in a passvord-basedauthentication system, a use can generally
only change passwvords by presating appropriate identi cation to the system administra-
tors.However, there are Situationsin which akey should be revoked even without the con-
sent of the keyholder. Consider, for exanmple, the caseof a use's key being compromised
while the use isunreachable due to vacation, illnessor some other reason. If the system
has no medanism for revoking that use's key without the use's consent, then the com-
promisedkey could be usedto send inden ite quartitiesof spamunder a forged identity.
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So it isnecessay for the authentication system to have some medanism for revoking akey
without the keyholder's consent.

Throughout thisdiscusgon, we will entertain a generic attack of a conspiracy on ane-
mail use u. Theuse'sown key isp; the goal of the conspiratorsisto asciae u with ther
key . The congpirators possesshe following powers, all of which are reasonable for any

well-conneded conspiracy:

cl The conspiraors canforge any form of physical identi cation, such as adriver's li-

cense,apasgort, or aSocid Secuity number. Thisisacorollary to al

c2. They are otherwisenormal people. The conspirators are regular use's of the e-mal

systems;they are otherwisetrustworthy, and other peopletrustthem.

c3. They havewhatever reources( n ancia, computing, etc.) they might need.

c4. They cannat compromiseany computersor computer-storeddaabelongingto u. An
unprotededprivaekey canobvioudy be compromised;it isinteresing to provethat
onésidentity can be compromisedregardlessof the precautions taken. By the previ-

ousassaimption, though, they have accesgo systemsbeyond the control of u.

The conspiracy attack may seen improbable,and it isprobably truethat it would not occur
to any large extent. It isworth discussg, though, becuseit revedsamedanism by which

onecould send spamwithout fea of regponsibility. If the congpiracy attack ispossble,then

peoplecould send spamwith their own keysand later deny regponsbility for thosemessges
on the grounds of a conspiracy attack—spammers might even launch a conspiracy attack

on their own keys so that they are entirely freeof repponsibility.
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5.1.2 Two Formsof Authentication: Digributed and Hierarchical

If adatabasetdlsarecpient r that qispossessely somesender s then r hasno reason
to believe that sactually possesses The databasemust provide, in addition to the entity
possessgthekey, somejusti cation or proof that theentity isin fact the owner of that key.

If therecpient isunwilling to trustanyone, then the only way to proveto r that entity s
possessd$e qudity qisfor r to actualy obsevethat quality (or its eVeds). However, if r
iswillingto trustsome setof entitiesT,, then any of thoseentitiescanverify that q 2 s and
then r will accept that g 2 s And entitiesin T, may trusta setof entitiesTr,, and so forth.
So the databasecan provably show r that spossessegonly if either (1) r can obseve that
spossesseg or (2) the databasecan provably show that some other trusted entitieshave
obsevedthat spossessag By aland a3the r stof thesasnot awaysfeasible.

When anentity eobsevesaqudity qin s ecanprovidethedatabasewith adocumented
proof of havingveri edthat quality, so that otherscanobsevethat ehasvouchedfor q2 s
Thisdocumentedproof iscalledasgnaturein thispaper.

Letthe setof uses of the system be P. One possbility isany member of P can provide
sgnaturesfor members of P. If thisisnot the case,then some subsetof “super-entities; S
must sign for members of P. In the r st casewe have a digributed authentication system,
in which peessign for each other; in the seond casewe have a hierarchical authentication

system, in which higher authoritiessign for people.

5.1.3 Didributed Authentication

Distributedauthentication isepitomizedby the pgp Web of Trustsceme,in which key-
holdersrely on signaturesof other keyholders[49. Thelack of central authoritiesgivesdis-
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tributedkey infrastructuresthe advarntage of not having central points of failure.

In any distributed key infrastructure, there is one central queston: given akey k, who
will sign it? There are two possbilities: r st, the system can stipulate some setof peopleto
sign k; seond, the system canallow thethe holder of k to choosesignersat will.

In the r stcase,given someentity e, the system choosesa setof people S, who may sign
the key ke belonging to e Then e must allow members of S, to obseve that ke 2 e and
thosemembersproducethe appropriate signaturesfor ke. Therearetwo problemswith this
system. Frst,ehasno reason to trustany member of S,, and none of themembersof S have
anyreaontotruste basedon al Seond, unlesgheruleisbasedon geography, membersof
S may befar avay from e, and by a3it isunreasonableto exped eto trave to vist members
of S, or viceversa.And if theruleisgeographic, then if the conspir atorshappen to livenea
our hypothetical use u, then they could easly produce falsebut accepted signaturesthat
key belongsto u.

The seond caseof adistributed system alows any entity to sign any other entity'skey.
In thissystem, the key p belonging to our use u istrustedbecuseu hasother usessign p,
and thoseuseasaretrustedby other members of the system. But by c2, the conspiratorsare
alsotrustedby other membersof the system, so their falsesignatureson mustbe accepted
if the signatureson p are accepted. In this way, the conspirators can cause to be falsdy
asciaedwith u.

Sncethesewo casescomprisethe entire space of distributed authentication, the above
demonstration shows that such infrastructureseither make the system impossble to use
or vulnerable to the conspiracy attack, so distributed authentication isinsuY cient for the
needsof ane-madl system.
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5.1.4 Hierarchical Authentication

The paradigm of hierarchical authentication isthe x.509 certi cation authority archi-
tedure[2]]. In general the system providesaguaranteeof identity to doman name se vers,
and some have suggestd smply extending the hierarchy to use's within a domain, thus
equipping every use with asignedkey pair [17.

By a4 the systemm must be able to revoke the key p belonging to our use u without the
assstance or consent of u. Thismears, by cland c3, that the conspirators canforce arevo-
cation of p and then replace it with . One might objed on the groundsthat only certain
oY cidswould be permittedto perform such anunassstedrevocation. However, by c3, the
conspir atorsmay have accesdo theresurcesof thoseoY cids,thusallowingthem to revoke
thekey. Even worse the conspiratorsmight bethoseoY cids.Possbly theseseen highly un-
likely, but recll that the conspiracy attack is only proposedbecusea spammer could use
it to deny regonsility. The oY cids neednot be corrupt or compromised;the spammer
merely needsto accusethem of being such.

Hierarchical authentication issuccesstil becauseit isgatic: keysare generally not com-
promised,so few revocations are neessay. Current implementations of certi catesreved
thisrarity of revocations:in order for acerti cateto actually berevokedon the system, one
must rert to indegant solutions such as certi cate revocation lists.In contrast, with its
large number of uses,e-madl isa uid system: entitiesfrequently change addresseslose
passvords or other identifying qudities,and becme victims of identity theft. In this sort
of system, revocationswould befrequent. It isthisdigparity between the static nature of hi-
erarchical authentication and the uid nature of e-mal and messging systemsthat makes

theformer system unsuitablefor thelatter.



fig ure52 Summary of theanalysisof the authentication-basedast .

Asaumeddeni tion of spam If asender isunwillingto takeregonshbility for
sendingamessge, then the messgeisgpam.

Potential errors An entity'sidentity may beforgedor compromised,causng
legtimate mail from that entity to be consdered spamand/or spamfrom that
entity to be consderedlegtimate.

Quccessul areas If it were possble to implement a provably secue authen-
tication system, then this system could theoretically diminate all spam, since
appropriateretributive actions could betaken againstspammers.

Potential attacks An adversaial conspiracy could compromisethe identity
of some entity and usethat identity to send spam. Alternatively, an adversay
could smply send spamand dismissregponshbility on thegroundsof aconspir-
acy atack.

5.2 Conclusonson Identity Veri cation by Authentication

As demonstrated above, authentication infrastructuresare not usdul for performing
identity veri cation of e-madls.Thisisnot surprising;the problem of identity in philosophy
is prominent and still unsolved, and identity on computer systems is also a complicated
subjed of reseach [34]. The sdsi authentication architedure by Rivestand Lampson, for
exanple, acknowledgesthat a globa namegace of entities(e.g., a databaseof keys) isa
practical impossbility, so their architedure useskeys only to give accessto reurces,not
to identify entities[34. In a system as blind as distributed messging it isdiY cult, if not
impossble,to identify memberson the system with any strong guaranteeof assuredress.

Sncethefundamenta problem with authentication systemsisthat they cannot handle
the large, volatile number of uses, one might suggestproviding keys only to a small sub-
setof entitiesnot likely to be compromised,such as large corporations, allowing them to
send out authenticatedmessges.Naturally, thiswould not be asolution for everyone, but it
would suY cefor at leastthoseindividuals.
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If anidentity veri cation ast isto be usdul for everyone, though, it must be able to
guaranteetheidentity of any sender. Authentication methods, which require a publicly ac-

cessble,volatile databaseof keys,cannot providethisguaranee

5.3 Immedate Responsibility Identity Veri cation

The problem with authentication systems was the reliance on an external databaseand
the needto maintain it. As aresult, a system of identity veri cation that did not rely on
external daawould beided. What exactly would thissort of system look like?

We de n edimmedate reponsbility systems as systemsthat employ dired rules,rules
gpeciyingasender qudlity that therecpient canobseve entirely during the sending trans-

action. Thisden itionissuY cient to provetwo aspeds of immedateregponsbility systems.

th eor em7. Inanimmediateresponghbility sygem, therulemud bethat thesender exigsand

ispresant to therecipient duringthetransation of sendingthe message,

Proof. The recpient r must have somerule m,gq and then obseve the qudity g in the
sender s By our den ition, g mustbe obseavedentirdy during the sending transaction. But
r canonly obseve two typesof qudlitiesin sduring thetransaction. First,scould perform
someaction, and then r would have obse vedthe quality of shaving performedthat action.
In that case the systemisaproof of intent system, by thede n itionsprovidedin Sedion 4.2,
not animmedateregonsbility system. So then scannot perform any sort of action, and the
only quality that r canobseveisthe exigence of sand thefact that sispreset and convers-
ingwith r during thetransaction. Snce existenceisthe only quality of sthat r canobseve,
g mustbethequality of existence,and m,q mustbetherulestatedin thetheorem. [ ]
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We neednot stop here. Theden itionsletusinfer not only therule employedby imme-

diateregponsbility systemsbut also the behavior of therecpient.

th eor em8. In order for an immediateresponghility sysem to be eVective, therecipient mus

read themessgge during thetranamisson of the message (thetransaction).

Proof. By the previoustheorem, the only qudity of sthat r can obseve isthe quality that
sispresat during thetransaction. Thisisatemporal quality, and oncethetransaction has
completed,sfaillsto havethat quality theredter. So r canonly identify sduring thetransac-
tion. But if the messge sent isspam, then in order for r to takeretributive action againsts,
r mustbe ableto identify s. So r mustknow whether or not the messge is spam before the

transaction terminates,so r mustreal the messge during thetransaction. [ |

Compare this sStuation to an open marketplace or bazaa, in which a buyer wishesto
purchaseafruit from astreetvendor. If the buyer determinesthat thefruit isspoiledwhile
the sdler is watching, then the buyer can hold the sdler regponsble and retum the fruit
immedately, even if the buyer doesrt know the sdler's name, address,or other identify-
ing information. In contrast, if the buyer chedks the fruit dayslater, then the sdler may be
long gone by the time the buyer triesto estblish regonsbility for it. In animmedatere-
sponshility ast , if therecpient readsthe messgewhilethe sender isddiveringit, then the
recpient canimmedately hold the sender reponsbleif that messgeisspam.

Thisideaof immedate regponsbility for messge content is the basis for both the In-
ternet Mail 2000protocol and the Messge Distribution Protocol [6, §]. if swishesto send
mail to r, themail isretainedon the computer of srather thanbeingimmedately delivered
tor,andr retrievesthemessgeby contactingsand retrievingthemessae. If r believesthat
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the messge is gpam, then the messge can be forwarded to an impartial arbiter who can
investgate s insped the computer that retainedthe messge,and so forth.

One disadvartage of this sort of system isthat, in order for therecpient to retrieve the
messge,thesender mustbeavailable. Mailinglistsand large organizationsmostlikely have
analways-avalable se ver, but anindividua sending apersonal e-mal would beforcedinto
the diY cult stuation of having to remain constartly avalable until the recpient retrieves
themessge. Additionally, individua peoplearelesdikely to have static network addresses,
makingit diY cult for therecpient to locatethe sender to retrievethemessge. Onepossble
workaround isfor individuasto delegate their messgesto a high-uptime relay computer.
The computer administratorswould determinethat themessgeisnot spamand then make
it avalable to the recpients. The recpients would then hold the computer administrators
regponsbleif themessgewerespam,and in thiscasetheregponshility would belegtimate
becusethe administratorsshould haveveri edthe messge content arealy.

Theseond awwith thissort of system isthesaneasthe awwesavin the r sttypeof
system we analyzed:theveri cation identi esthe sending computer, but not the sender.* It
isconcelvable that an adversa'y could usecompromisedcomputersto send spam, causng
the computer's owner to be held repponsible. However, thisis not a problematic aw with
the system. Snce the compromisedcomputer isidenti a ble,any remaining spamon it can
be easlly identi ed and removed. As a resllt, only a few spam messgeswill actualy be
successitilly delivered,so anadversa'y wishingto send amillion spammessgeswould need

to compromiseon the order of amillion computers,which isafairly unreasonable goal even

1The author isreminded of the penultimate seenein the Im Monty Python and the Holy Grail (195), in
which the protagonists n d, after their arduous quest, the castle containing the Holy Grail, only to diswmver
that it isowned by theinsulting Frenchmanfrom the begnning of the movie.
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fig ur e53 Summay of theanalysisof theimmedate-regponsbility ast .

Asaumeddeni tion of spam If asender isunwillingto takeregonshbility for
sendingamessge, then the messgeisgpam.

Potential errors A spammer could compromiseanother person's computer
and have that computer send spam, although in the caseof this sort of system,
once the spam is deteded the “sender” can be quickly identi ed and the re-
maining spamcanbeédiminated.

Quccesdul areas All sorts of messges,in particular bulk mail, can be suc-
cesslilly sent on this system, and spam canbe easily eliminated by the method
descrbedabove.

Potential attacks Attacks would be diY cult; the spammer would have to
compromisea large number of computers and hope that enough messgesare
real beforethe messgeisdetededand removed.

Note Sncethesender hasto be avalablefor therecpient to recivethe mes-
saye,then individualswho are not consistently onlinemay n d thissort of sys-
tem inconvenient.

in light of the successof reent viruseq 37.

Athird awwiththissystem dedswith what therecpient canactually do upon recving
agpammessge. If therecpient reportsthe messgeto the authoritiesafter the transaction
has completed, then by the logic in the above theorems, the authoritieswill be unable to
identify the malicious computer! So it would seen neaessay for the transaction to be kept
aiveuntil theauthoritiescan identify and ingoect thesender, which would preset aninherent
desgn diY culty for any immedateregponsbility ast . It should be notedthat although both
the Internet Mail 2000 proposd and the Messge Distribution Protocol proposd speciy
protocolsfor transmitting legtimate messges,neither providesamedanism for reporting

Fpammessages.
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Chapter 6

Conclusons

We began by considering two typesof ast : thosethat do not require the sender to per-
form someintervening action and thosethat do require some action. Wethen showedthat,
of thoseast 'sthat do not require sender intervention, there canonly betwo types,network
identity Itersand messgecontent lters.Neither of thesewo systemscansuY ciently con-
trol spamfrom being sent, asboth of them arevulnerableto attack.

We provedthat systemsthat require sender intervention mustfall into one of two cat-
egoriesif they are to successtilly ded with spam: either they must require the sender to
provide aproof of sending intent or they mustverify theidentity of the sender. We showed
that a proof of intent is equivalent to the sender's performing some costy action in order
to demonstrate to the recpient the utility of the messge being sent. Systems that demand
the sender to pay a costfor sending seen like a promising solution if the costistransient
and non-monetary. However, if the costis predetermined, then either mailing listswill be
unableto pay the costof sending messgesor spammerswill be ableto send large volumes
of spamusing distributed network attacks. Cost-basedsystemsin which the sender takesa
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part in choosng the cost, such asthe Attention Bond Medanism of Loder e al., areege-
cidly promising solutions, but such systemsmight bediY cult to implement without theuse
of monetary, or at least permanent, costs.

Finally we consdered systemsthat deter spam through identity veri cation. Quch sys-
temscomein two avors:thosethat identify the sender through the useof anexternal data-
base,and thosethat identify the sender immedately during the transaction. Systems that
require an external databasesuVer from the inherent fact that the databasemust be con-
stantly changing, so they are open to attack and thus cannot provide a strong guaranteeof
the sender'sidentity. Systemsthat verify the sender'sidentity during thetransaction require
the sender to be available and preseit while the recpient recivesand reals the message,
so adiY cult burden is placed on the sender. Nevertheless such systemswould providethe

neassay guaraneeof identifying the sender and thuscontrolling spam.

6.1 A ProposedSolution

This paper would not be a paper on arti-spam tecnology if it did not preset some
proposedast . Unlikeother proposedsolutions,though, thisonewill not beanew solution,
but rather aninnovative combination of two diVerent typesof solutionsthat we discussed
in thispaper, taking the strengths of each in the stuationsin which they are strong.

Aswe mentionedin Sedion 4.4, we could consder an analogue of the postal moded in
which small quartitiesof messgescanbe sent with ardatively high cost, but large quarti-
tiescanbe sent at alower costbut with stronger veri cation of the sender identity. We can
employ any of the standard costfunctionsfor low-costmessges,such as number hashing.
The costper messge is prohibitively high so that the maximum number of messgesary
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singlecomputer could send in areasonable amount of timeison theorder of 30, thismears
that millionsof computerswould needto be compromisedto send aspammessgeto area-
sonably large audience. Personal communications, on the other hand, would generally be
eally sendable under thisconstraint.

Sncesending alarge quartity of messgesisdesrable sometimes,we canemploy either
of the identity veri cation sdhemes,as both of them thrive in the bulk mail environment
of few potential senders each sending large quartitiesof messges.Asdiscusse@alier, we
could smply equip bulk mailers with signed keys, and as long as the keyholders are few
in number and follow good securty practices,ther keys should rarely needto be revoked.
Alternatively, bulk mailers could usean immedate regponshbility scheme, in which they
would storemessgeson their own se versfor therecpientsto retrieve. Chancesare,anyone
sending bulk mail probably hasanaways-avallable sever to usefor storingthosemessages.

How would a spammer send messgeson this system?3nce the spammer iswilling to
beidenti a ble,the spammustbe sent usng the cost-basedalternative. However, the costis
prohibitively high, so the spammer would only be ableto send ardatively small number of
messges.The degeeto which spamis controlled on the system, then, can be adjusted by
smply raisng or lowering the costper messgein the cost-basedsending aternative;legt-
imate bulk mail would not be aveded becuseit can be sent usng theidentity veri cation
stheme.

Thissolution isan example of combining two ast 'stogether to creae amuch more se-
cure solution. With the taxonomy of ast 's presetedin this paper, we caninvesigate other
possblecombinationsof solutionsto comeup not with ad-hoc combinationsbut rather rea-
sonedsolutionsthat actually take into account the strengthsand weaknessesf each part.
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6.2 FHna Remarks

In this paper we have divided the problem space of arti-spam tednologies,or ast's,
into ataxonomy of solution categories,and we have considered the advartagesand disal-
vartagesof each solution. In doing so, we have demonstrated that some concepts, such as
content Itering, depend on unreiable de n itions of spam, and others, such as public-key
authentication, areinfeasible for thelarge sa@le of the e-mal community.

The approach taken in this paper is unique in two regpeds. Frst, the theoretical ap-
proach to the spam problem, considering the desgn space of all possble solutions rather
than just thoseparticular solutions that have been proposedor implemented, makesthe
conclusons drawn about systems more universd and independent of the state of the art.
Theuseof proof-basedlogic and separating testsallowedfor thiscomplete exploration and
total coverage of the solution space. Send, the analogieswith non-computer systems,in
this paper the postal system, provide insightful comparisons that can help us understand
the nature of the problemswith computer systems, which arelessamature.

SQuccessill systemscomenot out of ashesof insght or genius;they arerather the prod-
uct of reasoning and analysisover time by mary hard-working minds. By employing athe-
oretical approach to the areaof anti-spam reseech, it is the aspiration of thisreseech to
provide afoundation for such reasoning and analysis,in hopesof developing systems that

aresuccessill in this dd.
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