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\Oh boy, hereis another David Nelson"
Ticket Agent, Los AngelesAirport
(Source: BBC News)

Abstract

We introduce the Bloomier lter , a data structure for
compactly encading a function with static support in
order to support approximate evaluation queries. Our
construction generalizesthe classical Bloom Iter, an
ingenioushashing schemeheavily usedin networks and
databases,whose main attribute|space e ciencylis
achieved at the expense of a tiny false-positive rate.
WhereasBloom Iters can handle only set membership
queries, our Bloomier Iters can deal with arbitrary
functions. We give seweral designsvarying in simplicity
and optimality, and we provide lower bounds to prove
the (near) optimalit y of our constructions.

1 Intro duction

A widely reported news story! describes the current
predicamen facing air passengerswith the name of
David Nelson, most of whom are being agged for extra
security cheds at airports acrossthe United States: \If
you think security at airports is tight enough already,
imagine your name popping up in airline computers
with a red ag as being a possible terrorist. That's
what's happeningto David Nelsonsacrossthe courtry."
The problem is so bad that many David Nelsonshave
stopped ying altogether. Although the name David
Nelson raisesa red ag, security ocials won't say if
there is a terror suspect by that name. \T ransportation
Security Administration spokesmanNico Melendezsaid
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the problem wasdue to name-matdcing technology used
by airlines."

This story illustrates a common problem that arises
when one tries to balance false negatives and false
positives: if oneis unwilling to acceptany falsenegatives
whatsoever, one often pays with a high false positive
rate. Ideally, one would like to adjust one's system
to x particularly troublesomefalse positiveswhile still
avoiding the possibility of a falsenegative (eg, onewould
liketo makelife easierfor the David Nelsonsof the world
without making life easierfor OsamaBin Laden). We
consider these issuesfor the more prosaic example of
Bloom lters, described below.

Historical background Bloom lters yield an ex-
tremely compact data structure that supports mem-
bership queriesto a set [1]. Their spacerequiremerts
fall signi cantly below the information theoretic lower
bounds for error-free data structures. They achieve
their e ciency at the cost of a small false positive rate
(items not in the set have a small constart probability
of being listed as in the set), but have no false nega-
tives(items in the set are always recognizedas beingin
the set). Bloom lters are widely usedin practice when
storageis at a premium and an occasionalfalse positive
is tolerable. They have many usesin networks [2]: for
collaborating in overlay and peer-to-peer networks [5,
8, 17], resourcerouting [15, 26], padket routing [12, 30],
and measuremen infrastructures [9, 29]. Bloom I-
ters are used in distributed databasesto support ice-
berg queries, di erential les access,and to compute
joins and semijoins[7, 11, 14, 18, 20, 24]. Bloom lters
are also used for approximating membership chedking
of password data structures [21], web cadching [10, 27],
and spell cheking [22].

Seweral variants of Bloom lters have been pro-
posed. Attenuated Bloom lters [26] usearrays of Bloom
Iters to store shortest path distanceinformation. Spec-
tral Bloom lters [7] extend the data structure to sup-
port estimates of frequencies. In Counting Bloom Fil-
ters [10] eadh entry in the Iter neednot be a single bit
but rather a small courter. Insertions and deletions to
the lter increment or decremen the counters respec-
tively. When the Iter is intended to be passedas a



messagegcompressel Bloom lIters [23] may be usedin-
stead, where parameters can be adjusted to the desired
tradeo betweensizeand false-positive rate.

We note that a standard technique for eliminating
a very small number of troublesomefalse positivesis to
just keepan exception list. However, this solution does
not scalewell, both in lookup time and storage, when
the list grows large (say comparableto the number of
actual positives).

This Work A Bloom Iter is a lossy encading
schemefor a set, or equivalertly, for the boolean char-
acteristic function of the set. While Bloom lters al-
low membership queries on a set, we generalize the
scheme to a data structure, the Bloomier lter , that
can encade arbitrary functions. That is, Bloomier I-
ters allow one to assaiate valueswith a subset of the
domain elemerts. The method performs well in any
situation where the function is de ned only over a
small portion of the domain, which is a common oc-
currence. In our (fanciful) terrorist detection example,
suspicious names would map to suspect and popular,
non-suspicious names (eg, David Nelson) would map
to sounds-suspicious-but-ally-ok; mearwhile, all but a
tiny fraction of the other nameswould map to ok. This
third category is the only sourceof error. Bloomier |-
ters generalizeBloom lIters to functions while maintain-
ing their economicaluse of storage. In addition, they
allow for dynamic updatesto the function, provided the
support of the function remains unchanged.

Another application of Bloomier lters is to build-
ing a meta-datatase ie, a directory for the union of a
small collection of databases.The Bloomier lter keeps
track of which databasecontains information about ead
entry, thereby allowing the userto jump directly to the
relevant databasesand bypassthose with no relation to
the speci ed entry. Many such meta-databasesalready
exist on the Web: for example, BibFinder, a Computer
ScienceBibliography Mediator which integrates both
generaland speci ¢ seard engines;Debrie ng, a meta
seard engine that usesresults from other seard en-
gines, a meta-site for zip codes & postal codes of the
world, etc. Bloomier Iters can be usedto maintain lo-
cal copiesof a directory in any situation in which data
or code is maintained in multiple locations.

Our Results Let f be a function from D =
lgto R = 1g, sud that
f (x) = ? for all x outside some xed (arbitrary) subset
S D of sizen. (We usethe symbol ? either to
denote0, in which casethe function hassupport S, or to
indicate that f is not de ned outside of S.) Bloomier
lters allow oneto query f at any point of S always
correctly and at any point of D n S almost always
correctly; specically, for a random x 2 D nS, the

output returns f (x) = ? with probability arbitrarily
closeto 1. Bloomier lters shine especially when the
sizeof D dwarfs that of S, ie, when N=n is very large.
The query time is constart and the spacerequiremert
is O(nr); this comparesfavorably with the naive bound
of O(Nr), the bound of O(nr logN) (which is achieved
by merely listing the values of all of the elemers in
the set) and, in the 0/1 case,the O(nlog %) bound
achieved by the perfect hashing method of Brodnik
and Munro [3]. (Of course, unlike ours, neither of
these methods ever errs.) Bloomier Iters are further
generalizedto handle dynamic updates. One can query
and update function values in constart time while
keepingthe spacerequiremert within O(nr), matching
the trivial lower bound to within a constart factor.
Speci cally, for x 2 S, we can changethe value of f (x),
though we cannot changeS.

We also prove various lower bounds to show that
our results are essetially optimal. First we show that
randomization is essetial: over large enoughdomains,
linear spaceis not enough for deterministic Bloomier
lters. We alsoprovethat, evenin the randomizedcase,
the ability to perform dynamic updates on a changing
support (ie, adding/removing x to/from S) requires a
data structure with superlinear space.

Our Techniques Our rst approach to imple-
merting Bloomier lters is to compose an assortmert
of Bloom lters into a cascadingpipeline. This yields
a practical solution, which is also theoretically near-
optimal. To optimize the data structure, we change
tack and pursue, in the spirit of [4, 6, 19, 28], an alge-
braic approadc basedon the expander-like properties of
random hash functions.

As with bloom lters, we assumethat we can use
\ideal" hash functions. We analyze our algorithms in
this model; heuristically one can use \practical" hash
functions.

2 A Warmup: the Blo om Filter Cascade

We describe a simple, near-optimal designfor Bloomier
Itering basedon a cascadingpipeline of Bloom lters.

For illustrativ e purposes, we restrict ourselvesto the
caseR = f? ;1;29. Let A (resp. B) be the subset of
S mapping to 1 (resp. 2). Note that the \obvious"
solution which consists of running the searh key x
through two Bloom Iters, onefor A and onefor B, does
not work: What do we do if both outputs contradict
eadt other? One possible x is to run the key through
a sequenceof Bloom lter pairs: (F (A;); F(B;)), for
i = 0;1;:::; andsomesuitable parameter . The rst

pair correspondsto the assignmen Ag = A and By = B.
Ideally, no key will passthe test for membership in
both A and B, as provided by F (Ag) and F (By), but



we cannot count on it. So, we need a secondpair of
Bloom lters, and then athird, a fourth, etc. (The idea
of multiple Bloom Iters appearsin a dierent context
in [7].) Generally, we de ne A; to be the set of keysin
A; 1 that passthe testin F(B; 1); by symmetry, B; is
the setof keysin B; ; that passthe testin F(A; 1). In
other words, A; = A; 1\ B; ;andB; = Bj 1\ A; 4,
whereA; and B, are the set of falsepositivesfor F (A;)
and F (B;), respectively.

Given an arbitrary key x 2 D, we run the test with
respect to F (Ag) and then F (Byp). If onetest fails and
the other succeedsye output 1 or 2 accordingly. If both
tests fail, we output ?. If both tests succeed however,
we cannot concludeanything. Indeed, we may be faced
with two false positives or with a single false positive
from either A or B. To resolwe these cases,we call the
procedurerecursively with respectto F (A;) and F (B1).
Note that A; (resp. B1) now plays the role of A (resp.
B), while the newuniverseis A \ B . Thus, recursively
computed outputs of the form ‘in A;', in B;', ‘not in
Ai [ B:' areto be translated by simply removing the
subscript 1.

For notational corvenience, assume that jAj =
jBj = n. Let n; bethe random variable maxfj A;j; jBijg.
All Iters usethe samenumber of hashfunctions, which
is a large enough constart k. The storage allocated
for the lters, however, depends on their ranks in the
sequence.We provide ead of the Bloom lters F (A;)
and F (B;) with an array of size 2¢' kn;. The number
of Bloom lter pairsisthe smallesti suchthat n; = 0. A
keyin A; endsup in Aj;; if it producesa false positive
for F(Bj). This happens with probability at most
(kjBij 2<knj)k = 2 ¥ | This implies that a keyin A
belongsto A; with probability at most2 '™ K=k 1)
therefore,

Eni n2 K™ K=k 1 gng
E 2loglogn=logk:

The probability that a seard key runs through the i-th
lter is lessthan 2 ¥, sothe expected seart time is
constart. The expected storage usedis equal to

X i
E 2 kn; =
i=0

Note that, if N is polynomial in n, we can stop
the recursion when n; is about n=logn and then use
perfect hashing[3, 13]. This requiresconstart time and
O(n) bits of extra storage. To summarize, with high
probability a random set of hash functions provides a
Bloomier lter with the following characteristics: (i)
the storageis O(kn) bits; (ii) at most a fraction O(2 )
of D producesfalse positives; and (iii) the seard time

X _
kn 2 (¢ 0=k D = o(km):

i=0

is O(loglogn) in the worst case and constart when
averagedover all of D.

3 An Optimal Blo omier Filter
Given a domain D = f0;:::;N 1g, arangeR =
f? ;1;::5;jR] 19, a subsetS = fty;:::;t,g of D, we

considerthe problem of encading a function f : D 7! R,
such that f(tj)) = viforl i nandf(x)=? for
X 2 D nS. Note that the function is entirely specied

purposeof constructing our data structure, we assume
that the function valuesin R are encaled as elements
of the additive group Q = f0; 1g9, with addition de ned
bitwise mod 2. As we shall see,the false-positive rate is
proportional to 2 9, so g must be chosen su cien tly
large. Any x 2 R is encaled by its g-bit binary
expansion encode (x). Conversely giveny 2 Q, we
de ne decode (y) to be the corresponding number if it
is lessthan jRj and ? otherwise. We usethe notation
r = dogjRje.

Givenan assignmen A, we denoteby A(t) the value
A assignsto t, ie, A(tj) = v;. Let be atotal ordering
on S. We write a > bto meanthat a comesafter b
in . Wedene (i) to betheith elemen of Sin ;
if i > j, then obviously (i) > (). For any triple
(D; m; k), we assumethe ability to selecta random hash
function hash : D !
accesgandom locationsin a Bloomier Iter table of size
m.

Definition  3.1. Given hash as alove, let hash (t) =

hood of t, denoted N(t).

Bloomier Iter tables store the assignmet
A, and are created by calling the procedure
crea te (A)[m;k;q], where A denotesthe assignmen
and (m; k;q) are the parameters chosen to optimize
the implementation. For notational cornvenience, we
will omit mention of these parameterswhen there is no
ambiguity. Our ultimate goal is to create a one-sided
error, linear space (measured in bits) data structure
supporting constart-bit table lookups. Speci cally, we
needto implemert the following operations:

crea te (A): Givenan assignmen

by S.

set value (t;v;Table: Fort 2 D and v 2 R,
set _value (t; v; Table assaiatesthe value v with



domain elemern t in Table It is required that t be
in S.

lookup (t; Tabl: For t 2 S, lookup (t; Tablg
returns the last value v assaiated with t. For all
but afraction " of D nS, lookup (t; Tablg returns
? (ie, certies that tisnotin S). For the remaining
elemens of D nS, lookup (t; Table returns an
arbitrary elemen of R.

A data structure that supports only crea te and
lookup is referredto as an immutable data structure.
Note that although re-assignmeits to elemers in S are
made by set _value , no changesto S are allowed. Our
lower bounds show that, if we allow S to be modi-
ed, then linear size (measuredin bits) is impossible
to achieve regardlessof the query time. In other words,
Bloomier Iters provably rule out fully dynamic opera-
tions.

There are three parameters of interest in our con-
structions: the runtime of eat operation, the spacere-
quirements, and the false-positive rate . The crea te
operation runs in expected O(nlogn) time (indeed,
O(n) time, depending on the model) and usesO(n(r +
log1=")) space. The set _value and lookup opera-
tions run in O(1) time.

3.1 An Overview We rst describe the immutable
data structure and later show how to usethe sameprin-

ciplesto construct a mutable version. The table consists i

of m g-bit elemens, wherem and g are implementation
parameters. We denote by Table[i] 2 f0;1g9 the ith
g-bit value in Table To look up the value v assaiated
with t, we use a hash function hash to compute k lo-
cations (hy;:::;hg), where 1 hi m, and a ¢-bit
\masking value" M (used for reducing false positives).
We then compute x = M :‘:1 Table[h;], where
denotesthe bit-wise exclusive-or operation.

There are two main issuesto address. First, we
must set the values of Table[i], for i = 1;:::;m, so
that the decale operations yield the correct values for
all't 2 S. We needto show that with high probability
a \random" solution works (for appropriate parameter
settings), and furthermore we wish to compute the
assignmet e cien tly, which we do by a simple greedy
algorithm. Second,we must ensurethat, for all but an

expectedfraction oft 2 D nS, the computed \image"
in Q decadesto ?.

We set the table values using the following key
technique. Given a suitable choice of m and k, we show
that, with high probability, there is an ordering on S
and an order respecting matching, de ned as follows:

Definition 3.2. Let S be a set with a neightorhood
N(t) dened for eacht 2 S. Let be a complete

ordering on the elementsof S. We say that a matching

respects(S; ;N)if (i) forallt2 S, (t)2 N(t), and
(i) if t; > t;, then (t;j) 62N(t;). When the function
hash (and hen@ N) is understaod from the context, we
saythat respmcts on S.

Given and , we can, fort =
setthe value v assaiated with t by setting Table[ (t)].
By the order-respecting nature of , this assignmen
cannot a ect any previously set values. We show the
existence of good ( ; ) using the notion of lossless
expnders [6, 28]. Our analysisimplies that, with high
probability (over hash), we can nd ( ; ) in nearly
linear time using a greedy algorithm.

To limit the number of false positives, we use
the random mask M produced by hash (t). Because
M is distributed uniformly and independertly of any
of the values stored in Table when we look up t 62
S, the resulting value is uniformly and independertly
distributed over f0;1g9. If the size of R is small
compared with the size of f0;1g% then with high
probability this value will not encade a legal value of
R, and we will detect that t 62S.

We make a mutable structure by using a two-table
construction. We usethe rst table, Table, to encade

(t) for eah t 2 S. We note that since N(t) has
only k values, which may be computed from hash (t),
(t) 2 N(t) can be compactly represerted by a number

ift6 tOfort;t°2 S, ()6 (t9. Thus, we can simply
store the value assaiated with t in Table[ (t)]; the
locations will never collide.

3.2 Finding a Good Ordering and Matc hing
We give a greedy algorithm that, given S and hash ,
computesa pair ( ; ) such that respects on S.
First, we considerhow to compactly represert . Recall

that
shorthand ; = (tj), from which
algorithm is basedon the abundanceof \easy matches."

Definition  3.3. Let m; k;hash be xed, de ning N(t)
fort 2 D, and let S D. We say that a location

exactlyonet 2 S. We de ne tweak (t; S;hash) to be
the smallest value j such that h; is a singleton for S,

no suchj exists.

If tweak (t; S;hash) is de ned, then it sets the
value of (t) and t is easyto match. Note that this



choice will not interfere with the neighborhood for any
dierent t°2 S. Let E denote the subset of S with
\easy matches" of that sort, and let H = SnE. We
recursively nd ( % 9 onH andextend ( % 9 to
( ; ) as follows. First, we put the elemens of E
at the end of the ordering for the elemens of H, so
that if t 2 E and t°2 H, then t > t° (the ordering
of the elemens within E can be arbitrary). Then we
de ne (t) to bethe union of the matchings for H and
E. It is immediate that respects on S. We give
the algorithm in Figure 1. Note that it is not at all

clear that our algorithm for find _match will succeed.

We show that for m and k suitably large, and hash
chosenat random, find _match will succeedwith high
probability.

3.3 Creating a Mutable Blo omier Filter Given
an ordering on S, and a matching that respects

on S (given the neighborhoods de ned by hash),
we store values assciated with any t 2 S as follows.
Givent 2 S, givesalocation L 2 N(t) suc that L is
not in the neighborhood of any t° that appears before
t in . Furthermore, given hash (t), L has a compact

other t°2 S (beforeor after t) hasthe samevalue of L.
We can construct an immutable table as follows:

(t) we obtain L 2 N(t) with the abEve properties.
Finally, we set Table[L] so that M :;1 Table[h;]
encalesthe value v assaiated with t. By the properties
of L given above, altering Table[L] cannot a ect any of
the t° whose assaiated values have already been put
into the table. To retrieve the value assaiated with t,
we simply compute

XxX=M Table[h;];

i=1

and seeif x is a correct encading of somevaluev 2 R. If
it is not, we declarethat t 62S. BecauseM is random,
sois x if t 62S; therefore, it is a valid encaling only
with probability jRj=29.

In order to make a mutable table, we use the fact
that eadh t 2 S hasa distinct matching value L, with a

We usethe abovetechnique to make an immutable table
that storesfor eac t the value ° that can be usedto
recover its distinct matching value L. We then store
any value assciated with t in the Lth location of a
secondtable.

We give our nal algorithms in Figures 2 and 3.

4 Analysis of the Algorithm

The most technically demanding aspect of our analysis
is in shawing that for a random hash , and su cien tly
large k and m, the find _match routine will with
high probability nd ( ; ) sudhthat respects on
S. Once we have such an ( ; ), the analysis of our
algorithms is straightforward.

Lemma 4.1. Assuming that find _match sucaeeddl in
create , then for t 2 S, the value v returned by
lookup (t; Table will be the most recent v assignel to
t by crea te or set _value .

Proof. When the assignmen for t is rst storedin Table

(t) generatesa location L 2 N(t), with a concise
represertation " By the construction,
Tablg[L] is set sothat

M
M Table[Z]
z2N)

is a valid represenation for . We claim that the
same value of ° (and hence L) is recovered by the
lookup and set _value commandson input t. These
routines recover ~ by the sameformula; it remains to
verify that none of the operations causesthis value to
change. We obsene that the lookup and set _value
commands do not alter Table. The only indices of
Table subsequetly altered by crea te are of the form

(t9, wheret®> t (sincethe tsare processedaccording
to ). However, by the properties of , it follows that

(t9 62N(t), so these changesto Table cannot a ect
the recoveredvalue of *, and hencelL.

Finally, we obsene that all of the L are distinct:
Supposethat t;;t; 2 S and t; 6 t,. Assume without
loss of generality that t; > t;. Then (t1) 62N(t2),
but (t2) 2 N(t2), so (t1) & (t2). It follows that
Table(L) is only altered whencrea te and set _value
assiate a value to t, asdesired. }

Lemma 4.2. Supmse that Table is created using an
assignmentwith support S. Then if t 62S,

K.

ﬁv

where the probability is taken over the coins of crea te ,
assumingthat hash is a truly random hashfunction.

Prllookup (t;Table=?] 1

Proof. Sincet 62S, the data structures were generated
completely independent of the values of

In particular, M is uniformly distributed over f0; 1g9,
independert of anything else. Hence,the value of
M

M Table[Z]
z2N)



find _match (hash ; S)[m; k]

1. E=3;; =
For tj2 S
If tweak (tj;S;hash) is de ned
i = tweak (tj;S;hash)

E=E+t
If E=; Return (failure)
2. H=SnE
Recursively compute (% 9 = find _match (hash ;H)[m; K].
If find _match (hash ,H)[m,k]=failure Return (failure )

3. =0
For t; 2 E
Add t; to the endof (ie, maket; be the largest elemen in  thus far)
Return ( ; =1 1;::: 10Q)

(where ; is determinedfor t; 2 E, in Step 1, andfort; 2 H (via 9 in Step2.)

Figure 1: Givenhash and S, find _match nds anordering on S and a matching

onS.

) for S;hash

on S that respects

create (A= f(ty;vi):::;(th;Vva)9)[m; k;d]

1. Uniformly choosehash :D ! f1;:::;mgf f0;1g%

S="fty;:::;thg

Create Table to be an array of m elemerts of f 0; 1g¢

Create Table, to be an array of m elemeris of R.

(the initial valuesfor both tables are arbitrary)

Put (hash ;m; k; g) into the \header" of Table

(we assumethat thesevaluesmay be recoveredfrom Table;)
2. ( ; )= find _match (hash ;S)[m;k]

If find _match (hash ;S)[m;k] = failure Goto Step1l
3. For t= [1];:::5[ n]

v = A(t) (ie, the value assignedby A to t)

= (1), = (1) (le,L=h)

W
Table [L]= encode () M Table [hi]
i=1
i 6°
Table [L]= v
4. Return (Table= (Table; Table))

(create a mutable table)

Figure 2: Given an assignmen A and parameters m; k;qg, create createsa mutable data structure

corresponding to A.




lookup (t; Table= (Table; Table))

1. Get (hash ;m;k;q) from Tableg
(hg;:::5hg; M) = hash (t) |
M !

Table [hi]
i=1
" is de ned
L

Return (Table[L])
Else Return (?)

Figure 3: lookup

A) in the original crea te invocation.

looksup t in Table= (Table; Table). set _value setsthe value assa@iated with t 2 S
to v in Table= (Table; Table). Note that for set _value , t must be an elemen of S, as determined (by

set _value (t;v;Table= (Table; Table))

1. Get (hash ;m;k;q) from Tableg
(hy;:::5hg; M) = hash (t) |
y !

= decode M Table[hi]
i=1
2. If " isdened
L =
Tablg[L]= v

Return (success)
Else Return (failure )

will be uniformly distributed over f0;1g% However,
there are only k out of 29 values encaling legitimate

Thus, in the \ideal" setting, where hash is truly
random, it su ces to set

to achieve a false positive rate of . Of course, hash

is generatedheuristically, and is at best pseudorandom,
sothis analysismust be takenin cortext. We note that
if hash is a cryptographically strong pseudorandom
function, then the behavior of the data structure using
hash will be computationally indistinguishable from
that of using a truly random hash ; however, functions
with provable pseudorandomnessgproperties are likely
to be too complicated to be usedin practice.

4.1 Analyzing find _match It remainsto shaw for
any S, with reasonableprobability (constant probability
su ces for our purposes),find _match will indeed nd
a pair ( ; ) such that respects on S. Recall
that find _match works by nding an \easy" set E,
solving the problem recursively for H = SnE, and then
combining the solutionsfor E andH to geta solution for
S. To show that find _match terminates, it su ces to
show that for any subsetA of S, find _-match will nd
anonempty \easy" set, Ea, implying that find _match
always makes progress.

Let G be an n m bipartite graph dened as

Recallthat hash de nes for eacht; 2 S asetof k values

and Ry, , for 1 ]
crucial to our analysis:

Definition 4.1. Let G be as alove. We say that G
has the singleton property if for all nonempty A L,
there exists a vertex R; 2 R suchthat R; is adjacent to
exactly one vertexin A.

k. The following property is

We claim that if G hasthe singleton property, then
find _match  will never get stuck. This is because
whenewer find _match is being called on a subset A
of S, the resulting easyset will contain R;j, and hence
will be nonempty.

We next reduce the singleton property to a well-
studied (lossless)expansion property. Let N(v) be the
set of neighbors of avertex v 2 L, and for A L, let
N(A) be the set of neigbors (in R) of elemerts of A.

Definition 4.2. Let G be as atove. We say that G
has the losslessexpansionproperty if for all nonempty
A L, jN(A)j > kjAj=2.

Lemma 4.3. If G has the losslessexmnsion property,
then it hasthe singleton property.

Proof. Assumeto the cortrary that ead nodein N(A)
hasdegreeat least2. Then G graph hasat least2jN(A)j
edges. However, by the losslessexpansion property,
N(A) > jAjk=2, so G hasgreaterthan jAjk edgeswhich
is a contradiction.

Now, choosing hash at random corresponds to
choosing G according to the following distribution:
Eachv 2 L selects(with replacemert) k random vertices

are well studied; Lemma 4.4 follows from a standard
courting argumert.



Lemma 4.4. Let G be chosen as alove, with xe% k
and m = ckn. For any constant ¢ > 1+ 1= n
and n suciently large, G has the losslessexmnsion
prokability with prokability at least 2=3.

Proof. (Sketch) The probability of a counterexample is

at most
X n m bks=2¢c KS
B bks=2c m
s=1
X' ens 2ecn K2 g ks
1 S S 2cn
X gk=2+1 S g ks=2
1 2k=2g cn
B X
o(1) + c®
< Pa
= o(1):

}

5 Lower Bounds

We considerthe caseR = f? ;1;2g. The setS splits into
the subsetsA and B that map to 1 and 2, respectively.
It is natural to wonder whether a single set of hash
functions might be sucient for all pairs A;B. In
other words, is deterministic Bloomier ltering possible
with only O(n) bits of storage. We provide a negative
answer to this question. Our lower bound also holds for
nonuniform algorithms; in other words, we may usean
arbitrary large amount of storage besidesthe Bloomier
Iter tables aslong asthe encading dependsonly on n
and N.

Theorem 5.1. Deterministic Bloomier Itering
requires ( n + loglogN) bits of storage.

Proof. Let G beagraphwith J 2" nodes,eadh one

corresponding to a distinct vector f  1;0;1gN with ex-
actly n coordinates equal to 1 and n others equal to

1. Two nodes of G are adjacert if there exists at
least one coordinate position 1 i N sucd that their

isfy xiyi = 1. Intuitiv ely, each node correspondsto a
choice of A (the 1 coordinates) and B (the 1 coordi-
nates). Two nodesare joined by an edgeif the set A of
onenode intersectsthe setB of the other one. Sincethe
table T is the only sourceof information about A; B, no
two adjacert nodesshould correspond to the sametable
assignmet; therefore, the sizem of the array is at least
log (G), where (G) isthe chromatic number of G.

Theorem 5.1 follows directly from the lemmabelow.
}

Lemma 5.1. The chromatic number of G is betwesn
(2 "logN) and O(4" InN).

Proof. Consider a minimum coloring of G. For any
vector w 2 f 1;1g" and any sequenceof n indices
1 ;< < ip N, there exists a color ¢ such

resulting set of vectors z€ is (N; n)-universal (meaning
that the restrictions of the vectors z® to any given
choice of n coordinate positions produce all possible2"
patterns). By Kleitman and Spencer[16], the number of
such vectorsis known to be (2 "logN). For the upper
bound, we usethe existenceof a (N ; 2n)-universal set of
vectors of sizeO(n2" logN )[also establishedin [16]|
and turn all zeroes into minus ones. (Alternativ ely,
we can use Razborov's bound on the size of separating
sets[25].) Each nodeis coloredby picking a vector from
the universal set that matchesthe the onesand minus
onesof the vector assaiated with that node. }

Going badk to the randomized model of Bloomier
Itering, we consider what happens if we attempt to
modify the set S itself. Again we give a negative
answer, but this time the universe size need be only
polynomially larger than n for the scheme to break
down. Intuitiv ely, this shavsthat too much information
is lost in a linear bit sizeencading of the function f to
allow for changesin the set S.

Theorem 5.2. If N = 2" and the number m of
storagebitssatisesn m % loglog(N =cn®) for some
large enoughconstant c, then Bloomier Itering cannot
support dynamic updateson the set S.

0(1)

Proof. Again, we consider S to be the disjoint union
of of an n-set A (resp. B) mapping to 1 (resp. 2).
Fix the original B, and considerthe assignmens of the
table T corresponding to the various choicesof A. With
eat assignmen of T is assaiated a certain family of
n-elemen setsA D. Let F bethe largestsud family:
obviously, jFj ﬂ 2 ™. Given an integerk > 0, let
Lk be the setof elements x 2 U that belongto at least
k setsof jFj. It is easyto seethat Ly cannot be too
small. Indeed, let Fy denote the subfamily consisting
of the sets of F that are subsetsof Ly. Obviously,
jF nFyxj (k 1)N. The assumptionsof the theorem
imply that N > cn®; thus, the choice of k = bjFj=2N ¢
ensuresthat k > c and

iFii JFi (k 1)N>%ij 2 m 1.

Because “*  jFyj, it follows that

(5.1) il 2 "N



The expected number of sets in F that a random
elemen from D intersectsis §jF j. Givenan n-elemen
B D, let FB denote the subfamily of F whosesets

intersect B. For a random B,

X n (0] n3
E iSj: S2FB Wij:
S .
Let FE = FnFB andLE = S\ LjS2 F&g.
Sinceead x 2 Ly intersectsat leastk setsof F,

n3

3.
KN 3n°:

EjLR] L« JFi Lk
Once the new choice of B is revealed, the table gets
updated. The only information about A is encaded
in the previous table assignmen. Thus the algorithm
cannot distinguish betweenany two setsA in F&. To
summarize, given a random B, the algorithm must
answer in A' for any seart key in LE; furthermore,

h g
Prob jLEj jL¢j 6n® —_

(5.2) 5

Next, we partition the family of n-elemen sets B
accordingto the assignmet of T ead one corresponds

This gives us at most 2™ subfamilies fG;g, with

(ifGigi = N . If M; denotes the union ~f S\
LxjS 2 G g, then given any new choice of B in G
the algorithm must answer ‘in B' for any seart key in
Mi. By our previous remark, therefore, it is imperative
that M; should be disjoint from LE. We show that if
m is too small, then for a random choice of B both sets
intersect with high probability.

Fix a parameter = bjLyj2 ¢ c. Let i(B) denote
the index j suchthat B 2 G and let = djLkjn=2Ne.
Givenarandom B, by Cherno 's bound, the probabilit y
that jB \ Lgj < is 0(1). On the other hand, the

conditional probability that jM;g)] , given that
B\ Lgj , IS at most
max 2" jLd o jLd
s S
2" —
JLi]
= o(1):
Therefore, the probability that jM;g)j > is1 o(1).

Since > 6n®, it follows that, with probability at least
1=2 0o(1), jMi(s)j intersectsL{ and the algorithm fails.
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