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Abstract

We consider the restoration of musical recordings degraded by additive broadband noise such as tape
hiss, where maintaining fidelity of the underlying musical signal is of primary importance. By integrating
psychoacoustics into a restoration process based on perceptual optimality criteria, we take advantage
of human auditory perception to optimise the compromise between noise reduction and restored signal
fidelity.

1 Introduction

In this paper we consider the problem of musical recordings degraded by additive broadband noise such
as tape hiss, in which only the noisy recording is available and we wish to restore it to its original state
by removing the noise. Because broadband noise is localised in neither time nor frequency, its removal is
one of the most pervasive and difficult signal enhancement tasks. Furthermore, since our primary goal in
this case is to restore the fidelity of the underlying musical signal, we want to subject the noisy signal to a
minimum of processing. We hypothesise that we can best achieve this goal by incorporating psychoacoustic
criteria into the noise reduction process. Like other perceptually motivated speech and audio restoration
techniques, ours uses a psychoacoustic model first applied to audio compression schemes. However, rather
than employ psychoacoustic principles heuristically we formulate a mathematical model using perceptual
optimality criteria. We consider the restoration process to be a search for a best estimate of the original
signal, and we guide this search by considering our estimation error to be noise. We then attempt to mask
this noise with the underlying musical signal, just as is done in perceptual audio coding, by minimising
the mean-square unmasked error noise of our estimate. This yields as a noise suppression rule a zero-
phase, time-varying, frequency-domain filter. We show that an approximation to our analytically derived
optimal solution may be realised efficiently as a simple filter depending only on the spectra of the observed
signal and the noise. We then implement this suppression rule on a general-purpose computer, using a
popular signal processing package, via the overlap-add method of short-time Fourier transform analysis and
synthesis. Finally, we investigate the performance of our method and compare it with existing broadband
noise reduction techniques.

*This material is based upon work supported under a U.S. National Science Foundation Graduate Fellowship.
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The most popular methods of broadband noise reduction to date consist of applying a time-varying filter to
the frequency-domain transform of a noisy signal. Let in general represent values from a finite-
duration analogue signal sampled periodically at intervals of , so that a noisy signal may be represented
by the additive model

where is the observed signal, is the original signal, and is additive random noise, uncorrelated
with the original signal
ften is processed using the overlap-add method of short-time Fourier analysis and synthesis

In this method the signal is analysed using the short-time Fourier transform TFT after being divided
into overlapping frames by the application of a window function. Following modification of the short-time
spectrum, individual frames are inverse-transformed, windowed, added together, and then scaled to account
for the e ects of pre- and post-windowing. odification of in this manner is known as short-time spectral
attenuation T .
hort-time spectral attenuation is equivalent to the application of a real-valued gain to each bin

of the short-time spectrum of the observed signal, in order to form an estimate of the original
signal

The formula governing is known as a suppression rule, and it depends in general on the noise power
spectrum . lthough only the noisy signal is observable, it is assumed that an estimate of the
noise power spectrum may be taken from sections of consisting only of recorded silence.

Figure shows the model of in the context of the audio restoration process, and Fig. illustrates
short-time spectral attenuation.

The two most basic T  noise reduction functions are magnitude spectral subtraction

otherwise

and power spectral subtraction

otherwise

Here parameters and are used to control the amount of subtraction and remaining noise oor, respec-
tively. ower subtraction requires an estimate of the power spectrum of the observed signal.
Following , let such an estimate be defined as

nother standard technique is to approximate the Wiener filter , a filter that minimises the mean-
square error of the estimate s time domain reconstruction for the case of uncorrelated, zero-mean, additive
noise , pages



lthough in general neither nor is known, an estimate for the signal power spectrum

analogous to is given by the power subtraction method of with and
otherwise
ow let the signal-to-noise ratio of bin be defined as after
The Wiener noise suppression rule may then be expressed as a function of , defined in as
instantaneous
otherwise

Figure shows a comparison of these three standard suppression rules plotted as a function of instantaneous

In an attempt to improve upon basic suppression rules, phraim and alah derived a minimum
mean-square error spectral amplitude estimator under the assumption that the Fourier expansion
coefficients of the original signal may be modelled as statistically independent zero-mean aussian random
variables. For the case of additive zero-mean white aussian noise, the resultant suppression rule is

where and denote the modified Bessel functions of order zero and one, respectively. dditionally,
where
is interpreted as the . The is as defined in is the expectation
operator.
n estimate of the is required to implement .In  the authors describe a
decision-directed estimation approach for a given short-time frame , the decision-directed
estimate is defined as a geometric weighting of the previous and current s for a given bin
max

Note that the basic power subtraction scheme o with and is e ui alent to appl in the s uare root o

the iener aino to

Under the assumptions o the model



The most common means of incorporating perceptual criteria into the noise removal process is via suppression
rules that take into account auditory masking e ects. ince the masking thresholds due to the original signal
are not known , they must be estimated. sually this is done by first applying a basic T
technique to yield an estimate , for which masking thresholds are calculated according to the model of
ohnston . ost perceptually motivated suppression rules then use these estimated masking thresholds to
adjust the parameters of the filtering operation.

Tsoukalas, araskevas, and ourjopoulos describe a method aimed at minimising the audible noise
spectrum. By defining the audible noise power spectrum as the di erence between the audible spectrum of the
noisy and clean signals, respectively, they formulate a criterion for enhancement by attempting to constrain
the audible noise spectrum to be less than or equal to zero at all frequencies. Tsoukalas, ourjopoulos, and

okkinakis extend the approach of  to include the estimation of speech parameters from data estimated
per critical band. In an algorithm developed for music restoration rather than speech enhancement , the
same authors suggest a linear filter in the form of a Wiener filter, but with power spectra replaced by their
respective psychoacoustic representations based on a masking model. anagarajah |, chapter details a
similar scheme applied to speech enhancement, perceptual spectral subtraction, in which the filter gain
is given by , where and represent the internal auditory excitation patterns
of the noise and the signal, respectively.

Lorber and Hoeldrich combine spectral subtraction with a filter simulating the increase of masking
bandwidth with increasing frequency. Their technique uses a suppression rule evaluated as a function of

, determined by the decision-directed approach of after filtering with the psychoacoustic
model. ustafsson, ax, and ary propose a method aimed at preserving a pre-defined amount of the
original noise in the processed signal. They give a parameter which may be adjusted to balance resultant
signal distortion with the amount of noise reduction. imilarly irag proposes a variation on spectral
subtraction in which masking estimates control the filter parameters to find the best perceptual compromise
between noise reduction and speech distortion. zirani, le Boquin eannes, and Faucon propose a prob-
abilistic two-state method if the noise is considered to be in a masked state, the observed spectral value is
left alone. therwise, it is subject to filtering as a function of . Furthermore, if this filter
gain results in an estimator below the estimated masking threshold, the estimator is set to that threshold.

n i

Here we consider the model underlying , first proposed by ¢ ulay and alpass  and expanded by
phraim and alah . In this model the Fourier expansion coefficients of the original signal are modelled

as statistically independent zero-mean aussian random variables. In a given short-time frame the observed

spectral component in bin exp , is equal to the sum of the signal exp

and zero-mean, additive white aussian noise . ssuming a complex aussian distribution of discrete

Fourier transform FT values and leads to the following probability density functions

exp ———

exp

where keeping the notation of and are the respective
variances of the th component of the signal and noise, and  is a realisation of the random variable



We incorporate auditory masking into a TFT-based enhancement procedure by considering some masking

threshold for each bin in a given short-time Fourier spectrum, where is defined as the nonnegative
threshold below which a listener will not perceive additive noise. We formulate a cost function see e.g.,
dependent on , with which we derive suppression rules for noise reduction.
In we proposed as a cost function a generalisation of the minimum mean-square error
criterion to include a masking threshold, below which the cost of an error is always zero. onsidering the
model of , and letting  be the estimate at the th bin of spectral amplitude , this cost function is
otherwise

We seek to minimise our expected cost given the observation of a spectral value and a masking threshold,
ince is nonnegative, the expected cost may be minimised as

min

Figure shows the suppression rules resulting from numerical optimisation of . , plotted as a function
of instantaneous , with , for di erent masking levels. We see from Fig.
that this suppression rule yields a spectral amplitude estimate which approaches the masking threshold
asymptotically at low s. For the special case of our spectral amplitude estimator reduces to
that of . Ithough we do not necessarily discount the importance of phase in the restoration of musical
signals, phraim and alah  have shown for the given model that under the constraint of a unity modulus,
the complex exponential of the noisy phase is the optimum complex exponential estimator.

valuation of the spectral amplitude estimator of requires substantial mathematical operations,
and in fact for our perceptually motivated solution is found using numerical methods. Thus, for
the sake of computational efficiency we seek an approximation to our optimal solution. s the di erences
between suppression rules are known to be quite subtle when applied to audio signals, with the Wiener
suppression rule of being a good compromise , we propose to use it, evaluated as a function of
, with a lower gain limit that prevents attenuation beyond the masking threshold . wuch
an approximation may be formulated as

max —

This approximation is justified by the gain of efficiency in implementation and as well as
the fact that the Wiener suppression rule, when evaluated as a function of using the decision-directed
approach of , exhibits behaviour similar to that of the suppression rule , . Furthermore,
analysis in  shows the equivalence of these estimators at high s, and our incorporation of perceptual
criteria ensures equivalence at low s. Figure shows the suppression rules resulting from , plotted
as a function of instantaneous , with , for di erent masking levels.

I nt tion

We now consider the implementation of on a general-purpose computer, using a popular signal processing
package, via the overlap-add method of short-time Fourier transform analysis and synthesis.



Based on analysis in , we use a hanning-windowed TFT frame length of as long as possible without
introducing noticeable distortion of signal transients, usually in the range of to  ms, and a short-
time frame overlap.

lthough our spectral amplitude estimator assumes perfect knowledge of the masking threshold , it
must be stressed that auditory masking is a complicated, highly nonlinear process across both time and
frequency , , many factors of which are not yet fully understood nor agreed upon by researchers. ven
if the phenomenon of masking were understood, our e orts are still complicated by lack of knowledge
of since such knowledge depends on , the spectrum of the original signal
Here we use the masking model proposed in , which takes into account both simultaneous masking
and absolute hearing thresholds. In using this approach, which distinguishes between thresholds for noise
masking tone and , we assume the worst-case scenario of an original signal completely tonal in
character. This assumption leads to a more conservative masking threshold estimate

nalyses of techniques for estimating the are givenin  and . Here we employ the decision-
directed approach of , as it has been shown to be extremely e ective at preventing the occurence of
musical noise , , a restoration artefact consisting of sinusoidal components at various frequencies which
change randomly over time. lthough the implemented suppression rule is more computationally efficient
than the spectral estimator of , it has been shown to have the same benefit of eliminating musical
noise

In order to minimise the amount of processing of the distorted signal, both for reasons of fidelity and efficiency,
we choose not to process observed spectral amplitudes that are below , since these spectral values are
assumed to be masked by the original signal. Thus, our noise reduction system implementation is

max — ———

otherwise

To further increase computational efficiency, we obtain our estimate of the clean signal to be used for
masking threshold calculations by an evaluation of as a function of , but
nalysisin ,  shows that higher
values of lead to less residual noise but more signal attenuation, which is not desirable for the purposes of
restoration but  desirable for the calculation of masking thresholds based on an estimate of the clean signal
spectrum. Furthermore, the attenuation of transients when high values of are used is actually beneficial in
the masking threshold calculation, as thresholds from transient passages can produce audible artifacts since
the masking thresholds are calculated for an entire short-time frame, which may be of a longer duration than
a signal transient.

We tested our system using both high-fidelity  -bit, . -kHz clean recordings to which white aussian
noise had been added to yield s of dB, as well as real-world recordings degraded by broadband



noise. lthough we restricted our evaluation to noises which were approximately stationary, it is known that
the is especially important for the case of nonstationary noise such as may be found in old
recordings

ur suppression rule yields superior performance in comparison with basic suppression rules, which
generate substantial levels of musical noise and fail completely at low s. s is to be expected from
smoothing of the noise variance due to the use of the decision-directed estimate of the , audio
signals restored using our method exhibit a colourless residual noise. i erences between our estimator and
advanced suppression rules such as the estimator of are quite subtle at high s, but our
perceptually motivated algorithm is able to prevent the attenuation of some low-level signal components
while avoiding the production of musical noise.

t very low s some artefacts are audible in our algorithm. We are currently investigating these
artefacts, as we believe they actually represent low-level portions of the signal, such as reverberation, which
the incorporation of masking threshold information prevents from being attenuated. Thus, when there is little
or no signal present, as in the case of decaying reverberations in acoustic recordings, there is no estimated
masking threshold to prevent the removal of this information when signal  present, this information is
retained, thus leading the listener to perceive it as an artefact rather than actual signal content.

It is interesting to note that the suppression rule of is equivalent to that presented in , providing
that the probability of signal presence speech or audio is taken to be one. ur method thus provides a
more formal justification for such a suppression rule.

icu ion

ur method can easily be incorporated into existing audio restoration frameworks, and its computational
complexity is equivalent to that of other algorithms. It consists only of basic mathematical operations and
eliminates redundancy by using the same technique to estimate both the restored signal and a conservative
version thereof to be used in the calculation of masking thresholds. In evaluating the performance of our
method, we conclude that it is superior to basic suppression rules and compares favourably with more
advanced techniques but is more computationally efficient. Furthermore, since our estimator depends on
knowledge of the masking thresholds of the original signal, the use of more advanced masking models o ers
the potential for additional improvements in restoration quality.
We have presented a method for broadband noise reduction which incorporates psychoacoustic criteria in
a formalised manner. udio restoration always involves a compromise between the amount of noise reduction
obtained and the amount of distortion introduced into the signal, and our method is significant in that it takes
advantage of human auditory perception in an attempt to optimise this compromise. ince the restoration
of old recordings is usually limited by concerns of introducing distortion rather than by the degree of noise
degradation , our approach should allow for significant restoration improvements. lthough fine-tuning
will always be necessary in practice to obtain optimum performance from any noise reduction technique
applied to audio restoration, we have attempted to minimise the need for such adjustments, in the hopes
that this will help audio engineers to obtain the best sound quality possible.
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