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Motivation

e Original: high performance supervisor-mode virtualization and device
driver sandboxing.

e Ubiquitous policy enforcement.

e Need for an open source dynamic translator to facilitate further research.
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Why HDTrans?

Existing translators:

e Complex translation strategy.
> Intermediate code generation.
> Trace optimizations.
> Register reallocation.

¢ If most of the execution time is spent in the code cache, the cost of
sophisticated translation can be amortized.

Problems:

e Programs having low percentages of dynamic code re-use.

e Benchmark results are not indicative of real translation overheads.
> Benchmarks measure performance of tight inner loops.
> Much of the execution is out of hot cache.
> Not all programs have tight loops.
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Proposal

Keep it simple.

e A simple translator is more important than a clever optimization strategy.

Why?

e If optimization only masks translator complexity, drop the complexity and
simplify the translator.

Observation

e When the desired instrumentation can be achieved at instruction
granularity, a simple translator suffices.

e When it cannot, the run time overhead of dynamic translation is high
enough to justify semi-static alternatives.
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Simplifications

e Basic blocks translated into a BBCache, one instruction at a time.
e No intermediate form.

e No optimization of target code.

e No register re-allocation.

e [ranslated basic blocks are never removed from the BBcache.

> |f BBcache (ever) becomes full, both the BBcache and BBdirectory
are discarded, translation starts over.
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Register Management

o Keep the register state of subject program in machine registers.

> We do not persistently hold on to any registers.

e Use application’s stack to spill registers.

> Most applications have a stack in order to support signals.

> Stack based design is multi-threading friendly.

> Does not support applications that rely on information written
beyond the stack.
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Small Cache Footprint

Table driven translator

Oxe8u,
Oxe9u,
Oxeau,
Oxebu,
Oxecu,
Oxedu,
Oxeeu,

P N e e N e N e e e N
.

Oxefu,

"calll",
" JmpL 11] ,
11 l jmp " ,

" jmp 1A} ,

" lnB "W ,

" inL " ,
"outB",
"outL",

Jv,
Jv,
Ap,
Jb,
AL,
eAX,

NONE,
NONE,
NONE,
NONE,
indirDX,
indirDX,

indirDX, AL,
indirDX, eAX,

e Instruction cache:

> Small translator loop.

e Data cache:

NONE,
NONE,
NONE,
NONE,
NONE,
NONE,
NONE,
NONE,

EMIT (call_disp),
EMIT (jmp) ,

EMIT (normal),
EMIT (jmp) ,

EMIT (normal),
EMIT (normal),
EMIT (normal),
EMIT (normal),

> Decode table entries are cache aligned.
> Maximum of three entries are visited per instruction.

X0,
X0,
X0,
X0,
XX,
X0,
XX,
X0,

222222z 2 Z
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Direct Branches

e Principle: Maximize re-use of translated basic blocks.
e Linearize conditional branches assuming branch not taken.
e If destination is already translated, emit a jump to it.

e Otherwise:

> Follow unconditional jump targets — elide the jump.

> Do not follow call targets — keep translating past the call
instruction.

> For conditional jumps, branch to an exit stub, and fixup later.

e Record destination as a new basic block in the BBdirectory.
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Indirect Branches

e Destination not known until run time.

e We use a hash table (the “sieve”) to search for the translated destination.

> Hash based on untranslated destination address.
> We use 2!° buckets.

e Sieve is implemented as blocks of code rather than blocks of data.

> Reduces register pressure.
> Does not pollute D-cache.

e We do not inline most recently / frequently used destinations.
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The Sieve

BBCache
Source
jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

[ Sieve_dispatch_bb

)%

Source

jmp *dest push *dest
jmp $Sieve_dispatch_b

S
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The Sieve

BBCache

Sieve_dispatch_bb ]‘\

Y

Need xlate_bb ]
jmp $Need_xlate_bb
jmp $Need_xlate_bb
jmp $Need_ xlate_bb

Translatonq

Source

jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

Sieve_dispatch_bb ]‘\

Y

Need xlate_bb ]

Translatonq

jmp bucket #x
jmp bucket #y

jmp $Need_xlate_bb

Source

jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

Sieve_dispatch_bb ]‘§

Y

Need xlate_bb ]

Translatonq

jmp bucket #x
jmp bucket #y T

jmp $Need_xlate_bb

Source

jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

Sieve_dispatch_bb ]‘§

Y

Need xlate_bb ]

Translatonq

jmp bucket #x
jmp bucket #y =

jmp $Need_xlate_bb

Compare
dest with
my BBstart

Source

jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

Sieve_dispatch_bb ]‘§

Y

Need xlate_bb ]

Translatonq

jmp bucket #x
jmp bucket #y =

jmp $Need_xlate_bb

Compare
dest with
my BBstart

Yes

{trans_dest}

Source

jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

Sieve_dispatch_bb ]‘§

Y

Need xlate_bb ]

Translatonq

jmp bucket #x

jmp bucket #y

jmp $Need_xlate_bb

Compare
dest with
Compare my BBstart
dest with ;
my BBstart S/
L 3 .-"No |[Yes
Yes ~-.____--
{trans_dest}
Source
jmp *dest push *dest
jmp $Sieve_dispatch_bb
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The Sieve

BBCache

Sieve_dispatch_bb ]‘§

\
\
’_\ )

Need xlate_bb ]

Translatonq

// jmp bucket #x

; jmp bucket #y

jmp $Need_xlate_bb

Compare

Compare
dest with
my BBstart

dest with
my BBstart

1

®
Yes ~-.

Source

//No Yes

{trans_dest}

jmp *dest } {push *dest

jmp $Sieve_dispatch_bér//
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Return

e Most important indirect branch in terms of dynamic frequency.
e Problem: stack introspection.

e We use a Return Cache.

> A fixed size D-space direct-mapped hash table of BBcache
addresses.

> Indexed by untranslated start address of the returning procedure.

> Small: 2% buckets.
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Return Caching

caller

call S$Scallee
next:
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Return Caching

BBcache

caller

call S$Scallee

EAE trans caller

( )

push S$next
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Return Caching

BBcache

caller

call S$Scallee

EAE trans caller

Vs

push S$next
-{-Update ret-cache

Return Cachg/'

4
4
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Return Caching

BBcache

caller

call S$Scallee
next:

trans caller

Vs

Return Cache

push S$next

Update ret-cache
jmp $trans_calleqg

J

trans _callee
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Return Caching

BBcache

caller

call S$Scallee

next: trans_caller
push S$next
Update ret-cache
Return Cache jmp $trans_calleé&

|
\\\\\\\\

Indirect
Jump

trans _callee

return
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Return Caching

BBcache

caller

call S$Scallee

next: trans caller

push S$next

Update ret-cache

Return Cache jmp $trans_calleé

J[verify—ret—addr

J

|
\\\\\\\\

trans _callee

return
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Return Caching

BBcache

caller

call S$Scallee

next: trans caller

push S$next
Update ret-cache

Return Cache jmp $trans_calleé

verify-ret-addr

\ y,

P T~ trans callee

N trans_wrong

\\ jmp $trans_proc

verify-ret-addr
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caller

call S$Scallee
next:

Return Cache

Return Caching

BBcache

[ Sieve dispatch bb

trans caller

push S$next
Update ret-cache
jmp $trans_calleé

verify-ret-addr

- J

-] trans callee

N trans_wrong

N\

| Jmp S$trans_proc

verify-ret-addr

Fail
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Multi-threading

e Shared or exclusive BBcache?

> Inter-thread translation sharing
[1 High variance across application domains.
> Tradeoff: Memory comsumption vs Simplicity

e Current implementation favors simplicity: Each thread has its own
BBcache and machine state.

> No need to deal with thread interference during BBcache flush.

e No measurable degradation in performance when compared to single
threaded version.

e All performance measurements are done with multi-threading support
turned on.
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Signal Handling

e Signal treated as a thread of execution “scheduled” at the point of arrival.
e Each signal “thread” run in its own BBcache and machine context.

e Issues like alt-stack, one-shot signals, BBcache flush within the signal
handler, signal arrival within the translator, etc are handled by
construction.

e No Measurable overhead due to signal handling support.

e No support for introspective signals yet.

> Need to preserve source instruction boundaries for precise
exception delivery.

> We carefully generate instruction sequences to obey this property.

> We have developed, but not yet implemented, a rollback strategy.

Systems Research Laboratory, The Johns Hopkins University, Baltimore, MD 30



Evaluation

e Performance of the “identity” transformation

> Single-threaded benchmarks: SPEC INT2000
> Multi-threaded benchmarks: SPEC OMP2001

e Performance in the presence of instrumentation
e Performance across different architectures

e Contribution of individual optimizations

e Evaluation of cold cache overhead

e Performance with translation persistence
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SPEC CPU2000 Performance
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